401-4627-00L: Empirical Process Theory and Applications

Lecture 01 — Introduction and motivation
Lecturer: Yuansi Chen Fall 2025

Key concepts:
e Empirical distribution function, empirical process

e Common estimators

Consistency, risk minimization

Glivenko Cantelli classes

Why do we need weak convergence of stochastic processes?

1.1 Introduction

We introduce the main object of study: empirical process. Then we motivate, from a
statistician’s point of view, why it is interesting to study empirical processes. Finally,
we list a few related technical points.

In “Fundamentals of Mathematical Statistics”, we have learned about the so-called
statistical inference. Let’s recall. Suppose we have a statistical experiment, in which,
we collect n observations, denoted by X, ..., X,. For example, X; could be

e The number of students eating at the Polymensa on day i
e The pair (menu, number of students) on day ¢
e The reaction time of a mouse i to a given stimulus in neuroscience experiments.

We assume that the data follows a statistical model, where each X; ~ P, ii.d. (inde-
pendent, and identically distributed), P is some probability distribution. We want to
infer some properties 6(P) of the distribution P using the n observations, in order to
make future predictions (say how many dishes to prepare in Polymensa so that in at
least 90% of the days, there are enough supply).

A statistical inference about §(P) is making an “educated guess” about 6(P) using
data. An estimator is any function 7, (X7, ..., X,) of the data.
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1.2 Examples of estimators

Let’s go through a few common estimators. For simplicity, here P is a distribution on
R.

The empirical distribution The unknown P can be estimated from the data by
“counting”. To specify the distribution P, it suffices to specify the probability on any
measurable set A. For a fixed A, from the frequentist point of view, the probability
of an event P(A) is the frequency of the occurrences of that event. So it is natural to
estimate P(A) with

PH(A) _ number of X; € A.

n

The empirical distribution function The cumulative distribution function (c.d.f.)
of X is defined as

F(z):= P(X <ux).
The empirical distribution function (e.d.f)is F, : R — [0,1]

N number of X; <z 1 —
i=1

n

Remark 1. F), is an empirical process.
o “empirical” as it depends on the finite data (Xi,...,X,),
e [t is a stochastic process indexed by x € R, taking values in [0, 1].

It is sometimes more convenient to study a related empirical process

~

Go(z) = v <Fn(x) - F(m)) , zeR.

Means and averages The mean of the distribution P is pu := Ex.p[X]. It can be
estimated via the sample average

X+ X,
: - .

More generally, let g be a real-valued function on R. Then

is an estimator of E[g(X)].
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Median The median of X is the value of m that satisfies F'(m) = 1/2 (assuming that
there exists a unique solution, for simplicity). The sample median estimator m,, is any
value such that F,(rn,) is as close as possible to 1/2.

Similarly, one can define an estimator for 90%-quantile similarly.

Maximum likelihood estimator (MLE) We assume P is parameterized by 6 € O,
and its distribution is known except 6. Say py is the density of Py. The maximum
likelihood estimator of # is given by

n

- 1

6, = — 1 X.).
5 arg5%§§7zzg; og po(X;)

Regression estimators Let {X; = (Z;,Y;)},_, denote a collection of i.i.d. data from
a regression model Y; = 0(Z;) + ¢; with some conditions on the joint distribution Zg;.
Let

n

A 1
0, = '—§ Y; — 0(Z;))%
N argmmn (Y; (Z)))

=1

The parameter of interest is 0* = arg min E[(Y —6(Z))?]. The simplest parameterization
would be (z) = 273, where 3 is a vector of parameters.

1.2.1 Two common classes of estimators
To summarize, we have just discuss two common ways to obtain estimators
e Plug-in estimator
e M-estimator (or empirical risk minimization (ERM))
Plug-in estimator In plug-in estimator, there is a functional + that maps c.d.f. F

to a real number y(F). To estimate v(F'), one simply replaces F' with the e.d.f. F,, to
obtain ~y(F},).

M-estimator In M-estimator, we define

n

- 1
arg min — Emg( )
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my is some loss function. It is called an M-estimator if it is obtained by minimizing
an objective function, where the “population risk” is replaced by the “empirical risk”.
Note that

1 n
n Z me(Xi) = Exp,me(X),
i=1

where P, = %Z?:l 0x, is called the empirical measure, and J, denotes the Dirac
measure at x.

Exercise 1. Show that the sample median estimator can be seen as either plug-in
estimator or M-estimator.

Closely related to M-estimators are Z-estimators, which are defined as solutions to
a system of equations of the form », o mq(X;) = 0.

1.2.2 Desired properties of estimators

Given T,, = T,,(Xy, ..., X,,), an estimator of a real-valued parameter 6*. It is desirable
that T, is in some sense close to 6%, at least when sample size n is really large. This
leads to the notion of consistency.

Consistency Suppose the sample X, ..., X,, are the first n of an infinite sequence
X1, X5, ... of independent copies of X ~ P. Then T,, is called consistent, if

d(T,,6%) = 0.

Risk minimization In standard decision-theoretic approach to statistical inference
(learned in “Fundamentals of Mathematical Statistics”), one evaluates the quality of
an estimator via a loss function 6 — f4(z) and the corresponding risk. Define the
population risk

R(’l?) = ]EXNPO* [éﬂ(X)] .
The corresponding empirical risk is obtained by replacing Py by the empirical measure

A

R,(0) :=Exp, [(s(X)] = % Zeﬂ(xi).

For any estimator 6,,, define its excess risk

A A

AR(8,) == R(0,) — élel(g R(9).
Namely, the population risk achieved by 6,, minus the optimal population risk one could

achieve. We wish this excess risk to be small. And we can use this excess risk to rank
different estimators.
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1.3 The need of uniform law of large numbers (ULLN)?

We ask what technical difficulties typically arise in trying to establish consistency or
excess risk bounds. Let’s go through a few examples.

Consistency of sample mean (easy!) The consistency of sample mean follows from
law of large numbers.

Consistency of sample median/quantile The situation gets a bit tricky. For
7 € (0,1), we want to estimate

A plug-in estimator could be Fn_ 1(7). How to show its consistency?

1.3.1 ULLN as a way to approach consistency of a plug-in
estimator

A

For any plug-in estimator (F,,), we ask when it is consistent for v(F’). This question
can be addressed in a unified manner for many functionals by defining a notion of
continuity.

Given a pair of c.d.f. F' and G, define their sup-norm distance

I1F' = Gl = sup |[F(t) — G(t)].
teR

Define the continuity of a functional v with respect to this norm: we say « is continuous
at F in the sup-norm if for any € > 0, there exists a 6 > 0 such that || - G| <9
implies that |[y(F) — v(G)| < e.

This notion is useful, as it reduces the consistency question for the plug-in estimator

~

v(F,) to the two problems

1. whether 7 is continuous at F',

2. whether the random variable ‘ E,—F H converges to zero.
[o.¢]

The second problem is solved by a classical result, known as the Glivenko-Cantelli
theorem

Theorem 1.3.1 (Glivenko-Cantelli). For any distribution, the e.d.f. E, is a strongly
consistent estimator of the c.d.f. F in the uniform norm, meaning that

Fn—FH 280,

01-5



401-4627-00L Lecture 01 Fall 2025

We will prove this theorem in the next lecture. The important thing is that now we
have recipe for proving the consistency of any plug-in estimator.

Remark that the point-wise convergence of F,, is not hard. By the strongly law of
large numbers, for any = € R, we always have

EFo(z) 3 F(z), as n — oo.

The Glivenko-Cantelli theorem is a generalization of this result to processes that hold
for all z simultaneously.

1.3.2 Uniform laws of large numbers for more general function
classes

Let § be a class of integrable real-valued functions with domain X, and let X, ; be
a collection of i.i.d. samples from some distribution P over X. Consider the random
variable

1 n
1Pn = Plly ==sup|= > f(Xi) = E[f(X)]].
We say that § is Glivenko-Cantelli (GC) class for P if || P, — P|[; converges to zero

in probability as n — oc.

Example 1 (Indicator functions). Consider the function class
F={1wuyl) |t eR}.
For a fized t € R, E[1_oy(X)] = P(X < t) = F(t). So show that it is GC class

reduces to the classical Glivenko- Cantelli theorem.

1.3.3 ULLN as a way to bound excess risk for M-estimators

We have seen that the classical Glivenko-Cantelli law—which guarantees convergence of
a special case of the variable || P, — P||; —is of interest in analyzing estimators based
on plug-in the e.d.f. It is natural to ask in what other statistical contexts do these
quantities arise? In fact, variables of the form [|P, — P||; are ubiquitous in empirical
risk minimization.

Let 6, be the empirical risk minimizer

A s R
0, = arg min R,(V) = arg min ~ 2&9()(1-).
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Assume that there exists some 6, such that R(6y) = infy R()). We have the following
decomposition of the excess risk

AR(én) = R(én) - R(QO)

~ ~

= R(0,) - Rn(énl"‘ Ry (61) — R (60) +ﬁn(90) — R(fo) -

J/

T }g T3
e T, <0, because 6, is empirical risk minimizer
e T3 is easy to bound, we only need strong law of large numbers for a fixed 6.

e 77 is more delicate, as the randomness appears both in 6, and R,.

To deal with the delicate term 77, one typical way is to go through the uniform law of
large numbers. We have

1 n
Ty < sup _Z&S(Xi) = Elts(X))| =[P = Pll

n
veo | M =

where § is the loss function class {x — fy(x),9 € ©}.

1.4 Other examples of statistical inference

1.4.1 Nonparametric estimation

Parametric vs. nonparametric The distribution P may be partly known before-
hand. The unknown parts of P are called parameters of the model. If P is known
up to a finite number of parameters 6 = (6y,...,0,), then it is a parametric model.
We often write P = Fy. If there are infinitely many parameters, the model is called
nonparametric.

Density estimation We assume that the density f of the distribution function F
on R exists. Additionally, we assume some kind of “smoothness” (e.g., the continuous
first derivative of f exists). Then we propose to use the histogram as an estimator of
f. Fix h > 0, f, is a piece-wise constant function defined as

futa) = Dot L0,

on x € {xg,xo + h, o + 2h,...}.
One way to measure the risk of any estimator is the L? loss

R(P)= [ ()= 7o) ar
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Nonparametric maximum likelihood for nonincreasing density Suppose X1, ...

are i.i.d. from a density f* on [0,00) that is known to be nonincreasing. Then take
§ to be the collection of all non-increasing densities on [0,00) and mg(x) = log f(x).
The corresponding M-estimator is the MLE over all non-increasing densities. It can be
shown that MLE exists and is unique; it is usually known as the Grenander estimator.

1.4.2 Classification problem

Let {X; = (Z;,Y;)}_, denote a collection of i.i.d. data from some joint distribution,
Z; € Z,Y; € {0,1} only takes two values. A classifier is a function g : Z — {0,1}. The
error of a classifier is its risk under 0 — 1 loss, given by

R(g) = E[lyz2v] = P(9(Z2) #Y).

The goal of classification is to construct a classifier with small risk. One can approach
this problem by empirical risk minimization. The empirical risk of a classifier g is given
by

. ] —
Ru(g) =~ > Lozo,
=1

A natural strategy for classification is to select a class of classifiers C and then to
choose the classifier in C which has the smallest empirical error on the observed sample,
ie.

JBRM,n 1= arg mgn fin(g).

One drawback of the ERM approach in classification is that the 0 — 1 empirical loss
is not so easy to optimize. Then we might have to use a so-called “surrogate” loss,
which adds a step of analyzing the risk difference under the 0 — 1 loss and the surrogate

loss. One classical alternative to the ERM approach is to model the likelihood function,
and use maximum likelihood estimator.

Logistic regression For z € Z, define the probability that the label is Y = 1 when
the covariate is z:
n(z)=PY =1|7Z=2).
Given 7, Bayes rule tells us that we should predict
1 if n(z0) > 1/2
Yo = { undecided, say 1 if n(zo) = 1/2

0 otherwise.
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Note that n(z) > 1/2 if and only if the log-odds ratio

One may want to assume that this log-odds ratio is a linear function of z in the form

g (12505 ) = o+ 57

where 5 € RP, p is the dimension of z. The Bayes rule is now

9(2) = 1g,4.7p>0-

This is called the parametric logistic regression model. One can then obtain the maxi-
mum likelihood estimators of 5y and 3, using the likelihood function 7, 5(2), denoted
by gMLE,n~

In the end, one wants to have a quantitative excess risk bound on both ggra,, and
GMLE n-

1.5 Remark about measurability

In general the quantity in ULLN [|P, — P|[; needs not be measurable, since we are
taking a supremum over an arbitrary possibly uncountable number of elements. If the
function class is separable, then we can take the supremum over the countable dense
basis. Otherwise, see Chapter 2.3 of | | for standard techniques to handle
measurability.
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