401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 2 — Langevin Dynamics and Score-based Sampling
Lecturer: Yuansi Chen Spring 2026

Key concepts:
e Langevin diffusion and Unadjusted Langevin Algorithm (ULA)

e Score function and score estimation

2.1 Introduction

In this section, p is given in an explicit mathematical expression, up to a normalization
constant. To simplify the discussion, we assume that it has a smooth density of the
form

p(x) oc eV,

where U : R" — R is at least twice differentiable.

2.1.1 Langevin diffusion

Given a twice-differentiable function U : R” — R, the Langevin diffusion is the
following stochastic differential equation (SDE)

dX,; = —VU(X,)dt + v/2dB, (2.1)

where B, is an n-dimensional Brownian motion.

Brownian motion. We define Brownian motion in R", denoted by {B;},.,, to be a
stochastic process, i.e. a family of random variables in R" indexed by t > 0, satisfying
the following four properties

1. BO — O
2. {Bi},5 is continuous with probability 1

3. (independent increments) For any k& € N and {ti}fzo withtg =0 <t; <.+ <ty
the random variables By, , — By, for 0 < ¢ < k — 1, are mutually independent
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4. (Gaussian increment) for any 0 < s < t, By — B, is distributed as N(0, (t — s)L,).

Intuitively, we may think dB; in Eq. (2.1) is Gaussian noise with mean 0 and variance
dt. Then Eq. (2.1) may be thought of as a noisy gradient descent, with a deterministic
gradient step —VU(X,;)dt and a diffusion component v/2dB;. For a rigorous treatment
of Brownian motion and stochastic calculus, readers are referred to | ].

Check that p is the stationary distribution of the Langevin diffusion. (We
will do it in the next lecture)

2.1.2 Unadjusted Langevin algorithm

The Langevin diffusion is a continuous-time process, and we need to discretize it to
obtain an algorithm. The simplest discretization is the Euler-Maruyama scheme.

Unadjusted Langevin Algorithm (ULA). Unadjusted Langevin Algorithm is the
outcome of Euler-Maruyama discretization of the Langevin diffusion. Starting from X,
drawn from an initial distribution, it iterates as follows: from the current state Xj, it
produces the next state by

Xps1 = X — hVU(Xy) + V2h&, (2.2)

where h > 0 is the step-size (or the discretization size) to be chosen by the user and
& ~ N(0,L,) is independent Gaussian noise. Intuitively, taking the limit A — 0 in
ULA would get us back to the Langevin diffusion in Eq. (2.1). For small step-size and
large k, we expect the distribution of X to be close to the stationary measure of the
Langevin diffusion (hopefully the target measure p, but we haven’t proved it yet) with
an error that depends on h.

Metropolis-adjusted Langevin algorithm (MALA) It is possible to remove the
asymptotic error caused by the discretization in ULA by adding a Metropolis-Hastings
correction step. The resulting algorithm is called Metropolis-adjusted Langevin algo-
rithm (MALA). It iterates as follows from the current state Xj:

e Propose step: same update as in ULA,
Vi = Xy, — hVU(Xy) + V2h&,
e Accept-reject step: go to
Y)4+1, with probability min {1, “(Y’““)P(Y’““’X’“)}
Xk+1 = {

(X)) P(Xps Yiet1)
Xk,  otherwise

Here, P(z,-) denotes the density of the proposed step Yji; given the current state
Xy = x. In MALA, it has an explicit form as P(z,-) = N (z — hVU(z), 2hL,).
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2.2 Score-based sampling

Now suppose p is not given in an explicit form, but we have a collection of i.i.d. samples
from p. Can we still sample from p?

Score function Given a probability distribution u with density, we define the score
function of u to be the gradient of the logarithmic density, R" — R",

z +— Vlog u(z).

Note that the normalization constant of ;1 does not affect the score function, since

—U
for poce™,

Vlog ju(z) = Vlege V@ = VU (z).

One may find the name “score function” not very intuitive. One can check its origin
from the statistics literature on Wikipedia.

2.2.1 Score estimation

If we can parametrize the score function with a family of functions {sg : R* — R"}, g,
then we can estimate the score function § from the data by finding the best parameter
6 that fits the data.

6 = arg min Ex., |[so(X) — Vlog u(X)|l3
Sp- (23)

VAN
I

If we can estimate the score function well, then we can plug the estimated score
function into the Langevin diffusion (2.1) or ULA (2.2) to get a sampling algorithm.
This is called score-based sampling.

The above objective is in fact the Fisher divergence, between the target measure
and the measure induced by the score sg. The Fisher divergence is defined as

F(g,p) = Exyq ||[V1og g(X) — Vlog p(X)]|3.

F is not a proper metric. However, it has other desirable properties of a discrepancy
measure, i.e., non-negative and equal to zero if and only if the two densities are equal
g-almost everywhere.

How to solve the optimization problem in Eq. (2.3)? In general, it is difficult
to evaluate the objective function in Eq. (2.3) when p is represented via N samples.
This is because V log pu(z) is difficult to evaluate with only data samples!
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2.2.2 Score matching

The main idea of score matching is to use an integration by parts argument to rewrite
the objective function in Eq. (2.3) into a form that can be evaluated with only samples
from p (see | D

Expand the square in Eq. (2.3):

Exp l56(X) = Viog (XI5 = Exnp [|50(X)l5 = 2B~y (s0(X), Vlog (X)) + Exny |V log p(X) 5.

~
irrelevant for the objective

We can rewrite the second term using integration by parts.
By (50(X), V1o (X)) = [ (s0(a), Vo () (o)
@ _ / div(sy) (2)u(x)dz,

(i) uses integration by parts and the assumption that p decays fast enough at infinity.
Then the objective function becomes

Exp [150(X) = Viog u(X)[l3 = Exwy 50(X)[l5 + 2Expdiv(sg) (X) + C. (24)
Eq. (2.4) is called the score matching objective.
e ( is irrelevant for the optimization, since it does not depend on 6.
e The new objective function can be evaluated with only samples from pu.

e We need to evaluate sy and div(sg), which can be done with automatic differen-
tiation if sy is parametrized by a neural network.

Denoising score matching The evaluation of div(sy) can be computationally ex-
pensive when the dimension n is large. Denoising score matching is a variant of score
matching that avoids the evaluation of div(sy).

Consider a perturbed version of the original score estimation problem, where we add
Gaussian noise to the data samples, v = p * N'(0, 0%L,). The new objective function is

6 = argminEx, [|s9(X) — Vlogv(X)|3.
c

VAN
I

Sé.

Performing the same integration by parts argument, we can rewrite the objective
function as

Exy 59(X) = Viog (X)|; = Exwy [l56(X)l3 + 2Ex~, div(se) (X) + C.
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Now expand the definition of v,
Ex..div(sy)(X) = /div(sa)(x)y(x)dx
= //le(39)<$ + oz)p(z)d - (27r)”/26 2 dz
o0 [ 1
= // . (so(x +02),2) p(z)d (2#)"/26 dz
1

= ;EXNM,ZNN(O,OQLL) <89<X + Z), Z> .

(i) uses integration by parts and the assumption that p decays fast enough at infinity.
Then the objective function becomes

2

1
Ex [|56(X) = Viogv(X) |7 = Exepzon(0.02m,) ||So(X + Z) + PZ + .
2

Here X and Z are independent. The new objective function is called the denoising
score matching objective. It can be evaluated with only samples from p and does
not require the evaluation of div(sy).

One issue of denoising score matching is that the optimal score function § is not
the original score function V log u, but the score function of the perturbed distribution
Vlogv. However, if o is small, then we expect Vlogv to be close to V log .
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