
401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 3 – Convergence of Langevin diffusion and ULA
Lecturer: Yuansi Chen Spring 2026

Key concepts:

• Invariant measure/stationary distribution

• Fokker-Planck equation

• Convergence of Langevin diffusion

• Convergence of ULA

In the last lecture, we introduced the Langevin diffusion

dXt = −∇U(Xt)dt+
√
2dBt,

and its Euler-Maruyama discretization, the unadjusted Langevin algorithm (ULA).
The natural questions we want to answer are:

• Why is the invariant measure of the Langevin diffusion with drift −∇U given by
µ ∝ e−U?

• How fast does the continuous Langevin diffusion converge to its invariant measure?

• How close does ULA get to µ?

• What if we use inexact gradients (e.g. estimated score function) in ULA?

In this lecture, we cover the first three.

3.1 Markov process and Markov semigroup

Let {Xt}t≥0 be a process on Rn. It is calledMarkov if for any t, s ≥ 0 and any bounded
measurable function g : Rn → R,

E [g(Xt+s)|Ft] = E [g(Xt+s)|Xt] .

Markov semigroup The Markov process induces a Markov semigroup {Pt}t≥0 acting
on bounded measurable functions g : Rn → R, defined by

Ptg(x) = E [g(Xt)|X0 = x] .
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Kernel representation The Markov semigroup can be represented using a transition
kernel pt(x, dy) such that

Ptg(x) =

∫
Rn

g(y)pt(x, dy) (3.1)

The kernel pt(x, dy) represents the probability of transitioning from state x to a neigh-
borhood of y in time t.

3.2 Fokker-Planck equation

Consider the Langevin diffusion defined by the SDE

dXt = −∇U(Xt)dt+
√
2dBt, (3.2)

where U : Rn → R is a smooth function and Bt is a standard Brownian motion in Rn.
Here we derive the Fokker-Planck equation for the Langevin diffusion, which describes
the evolution of the law of Xt over time.

First, we define its Markov semigroup {Pt}t≥0, which acts on bounded measurable
functions g : Rn → R as

Ptg(x) = E [g(Xt)|X0 = x] .

Infinitesimal generator Second, we define the infinitesimal generator L of the
Markov semigroup, which captures the instantaneous rate of change of Ptg at t = 0. It
is defined as L := limt→0

Pt−P0

t
. For the Langevin diffusion, we can compute L using

Itô’s formula. For a smooth function g : Rn → R, we have

dg(Xt) =
〈
∇g(Xt),−∇U(Xt)dt+

√
2dBt

〉
+∆g(Xt)dt

= ⟨∇g(Xt),−∇U(Xt)⟩ dt+∆g(Xt)dt+
√
2 ⟨∇g(Xt), dBt⟩ .

Taking expectation conditioned on X0 = x, we have

Lg = ⟨∇g,−∇U⟩+∆g.

Kolmogorov’s backward equation Let ut(x) := Ptg(x). By the definition of the
infinitesimal generator, we have ∂tut = Lut, which gives us the partial differential
equation (PDE) (called Kolmogorov’s backward equation) for ut:

∂tut = ⟨∇ut,−∇U⟩+∆ut. (3.3)
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The L2 dual perspective: evolution of density Consider the L2(Rn) space of
functions g : Rn → R, equipped with inner product ⟨g, h⟩ =

∫
g(x)h(x)dx. There are

two equivalent ways to view the expectation of g(Xt) given X0 ∼ ρ0dx:

•
∫
g(x)ρtdx = ⟨g, ρt⟩, where ρt is the density of Xt with respect to the Lebesgue

measure. In this view, we are evolving the density ρt over time.

•
∫
Ptg(x)ρ0dx = ⟨Ptg, ρ0⟩, where we are evolving the function g under the Markov

semigroup Pt and taking inner product with the initial density ρ0.

It gives us

⟨g, ρt⟩ = ⟨Ptg, ρ0⟩ .

Differentiating both sides with respect to t, we obtain

⟨g, ∂tρt⟩ = ⟨LPtg, ρ0⟩ = ⟨PtLg, ρ0⟩ = ⟨Lg, ρt⟩ = ⟨g,L∗ρt⟩ .

Here L∗ is the adjoint of L with respect to the inner product ⟨·, ·⟩, defined by ⟨g,L∗h⟩ =
⟨Lg, h⟩ for all g, h. Since the above equation holds for all g, we obtain the PDE for the
density ρt:

∂tρt = L∗ρt.

Derive L∗ We look for the operator L∗ such that ⟨g,L∗h⟩ = ⟨Lg, h⟩ for all g, h ∈
C∞

c (Rn). Using integration by parts, we write ⟨Lg, h⟩ as
• Drift part:∫

⟨∇g,−∇U⟩hdx = −
∫

⟨∇g, h∇U⟩ dx =

∫
g∇ · (h∇U)dx,

• Diffusion part: ∫
∆ghdx = −

∫
⟨∇g,∇h⟩ dx =

∫
g∆hdx.

We identify

L∗h = ∇ · (h∇U) + ∆h.

Fokker-Planck equation Finally, we obtain the Fokker-Planck equation (or Kol-
mogorov’s forward equation) for the density ρt of Xt:

∂tρt = ∇ · (ρt∇U) + ∆ρt. (3.4)

As shown in Fig. 3.1, a SDE can be interpreted in two equivalent ways: the pathwise
view (3.2) and the density evolution view (3.4). The pathwise view focuses on the
trajectories of individual particles, while the density evolution view focuses on how the
distribution of particles evolves over time according to the Fokker-Planck equation.
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Figure 3.1. Two interpretations of a SDE. Left: pathwise view. Right: density
evolution view.

3.2.1 Invariant measure of Langevin diffusion

Now plug in µ ∝ e−U into the Fokker-Planck equation (3.4), we verify that

L∗µ = ∇ · (µ∇U) + ∆µ = 0.

So ∂tρt = 0 if the process starts with µ.
Formally, people also define the invariant measure of a Markov semigroup {Pt}t≥0

as follows.

Invariant measure for a Markov semigroup A probability measure µ on Rn is
called an invariant measure for the Markov semigroup {Pt}t≥0 if it satisfies∫

Rn

Ptg(x)µ(dx) =

∫
Rn

g(x)µ(dx)

for all bounded measurable functions g : Rn → R and all t ≥ 0. It can be checked that
this is equivalent to L∗µ = 0.

3.3 Convergence of Langevin diffusion

In this section, we quantify the convergence of the density ρt of Xt to the invariant
measure µ as t → ∞. To gain better understanding, we provide two approaches:

• probabilistic approach based on coupling and Wasserstein distance,

• analytic approach based on the Fokker-Planck equation and functional inequali-
ties.

For each approach, we need to choose a metric to measure the distance between ρt and
µ, and also impose assumptions on U (equivalently on µ).
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3.3.1 Probabilistic approach

We use Wasserstein distance to measure the distance between probability measures and
impose strong convexity on U .

Wasserstein distance For two probability measures µ and ν on Rn, the Wasserstein-
2 distance is defined as

W2(µ, ν)
2 := inf

π∈Π(µ,ν)

∫
Rn×Rn

|x− y|2 dπ(x, y),

where Π(µ, ν) is the set of all couplings of µ and ν, i.e. all probability measures on
Rn × Rn with marginals µ and ν.

Strongly convex potential U is said to be α-strongly convex if for all x ∈ Rn,

∇2U(x) ⪰ αIn.

Theorem 3.3.1 (Convergence in Wasserstein of Langevin diffusion). If U is α-strongly
convex, then for any initial distribution µ0 of X0, the law µt of Xt satisfies

W2(µt, µ) ≤ e−αtW2(µ0, µ).

This theorem also ensures that the invariant measure µ is unique.

Proof. Consider two processes {Xt}t≥0 and {Yt}t≥0 defined by the SDEs

dXt = −∇U(Xt)dt+
√
2dBt, X0 ∼ µ0,

dYt = −∇U(Yt)dt+
√
2dBt, Y0 ∼ µ.

Here we use the same Brownian motion Bt to drive both processes, which is called a
synchronous coupling.

Subtracting the two SDEs, we have

d(Xt − Yt) = −(∇U(Xt)−∇U(Yt))dt.

Then

d

dt
E
[
|Xt − Yt|2

]
= −2E [⟨Xt − Yt,∇U(Xt)−∇U(Yt)⟩]

≤ −2αE
[
|Xt − Yt|2

]
,

Applying Gronwall’s inequality, we obtain

E
[
|Xt − Yt|2

]
≤ e−2αtE

[
|X0 − Y0|2

]
.
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Since we can choose the best initial coupling such that X0 ∼ µ0 and Y0 ∼ µ, we have
E
[
|X0 − Y0|2

]
= W2(µ0, µ)

2. Taking the infimum over all couplings, we obtain

W2(µt, µ) ≤
√

E
[
|Xt − Yt|2

]
≤ e−αtW2(µ0, µ).

3.3.2 Analytic approach

We use chi-square divergence to measure the distance between probability measures
and impose Poincaré inequality on µ.

Chi-square divergence For two probability measures µ and ν on Rn, the chi-square
divergence is defined as

χ2(µ ∥ ν) =

∫
(dµ− dν)2

dν
=

∫
(dµ)2

dν
− 1.

The chi-square divergence is not a distance metric because it is not symmetric and does
not satisfy the triangle inequality. We can use it to bound the total variation distance via
the inequality dTV (µ, ν) ≤

√
χ2(µ ∥ ν) which follows from Cauchy-Schwarz inequality.

Poincaré inequality A probability measure µ on Rn is said to satisfy a Poincaré
inequality with constant C > 0 if for all smooth functions g : Rn → R,

Varµ(g) ≤ C

∫
|∇g|2 dµ.

The Poincaré constant of µ, CP, is the smallest constant C such that the above inequal-
ity holds.

Intuitively, the Poincaré inequality states: you cannot have a large global variance
without having steep slopes somewhere. A small CP means that the measure µ is
well-connected and does not have narrow bottlenecks.

It is known that if U is α-strongly convex, then µ ∝ e−U satisfies a Poincaré in-
equality with constant CP ≤ 1

α
.

Geometric picture Imagine a potential U with two wells separated by a narrow
bottleneck. The invariant measure µ ∝ e−U will have two modes corresponding to
the two wells, and it places very little mass in the bottleneck region (B), as shown in
Fig. 3.2.

Now, construct a test function g as follows

• g is close to 1 in the left well (A)
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• g is close to −1 in the right well (C)

• g transitions smoothly from 1 to −1 in the bottleneck region (B)

The LHS and RHS of the Poincaré inequality for this g are

• LHS: Varµ(g) is close to 1 because g takes values close to 1 and −1 with significant
mass.

• RHS:
∫
|∇g|2 dµ is close to 0 because ∇g is only large in the bottleneck region

(B) where µ has very little mass.

Because 1 ≤ CP × small number, CP must be large for µ.

∇g

µ

A CB

Figure 3.2: Illustration of a measure with a large Poincaré constant CP.

Theorem 3.3.2 (Convergence in chi-square divergence of Langevin diffusion). Let µt

be the law of Xt with X0 ∼ µ0, and assume µt ≪ µ for all t ≥ 0. Define gt :=
dµt

dµ
.

Then

d

dt
χ2(µt ∥ µ) = −2

∫
|∇gt|2 dµ ≤ 0.

Additionally, if µ satisfies a Poincaré inequality with constant CP, then

χ2(µt ∥ µ) ≤ exp

(
− 2t

CP

)
χ2(µ0 ∥ µ).

Proof. Define the density ratio gt =
dµt

dµ
. Then χ2(µt ∥ µ) =

∫
(gt − 1)2dµ =

∫
g2t dµ− 1.

We can compute the time derivative of χ2(µt ∥ µ) using the Fokker-Planck equation.
For any test function h, we have

∫
hgtdµ =

∫
hdµt. Differentiating both sides with

respect to t, we have ∫
h∂tgtdµ =

∫
h∂tµtdx.
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From the Fokker-Planck equation (3.4), we have ∂tµt = ∇· (µt∇U)+∆µt = ∇· (µ∇gt).
Hence,

∂tgtdµ = ∇ · (µ∇gt)dx.

Taking derivative of χ2(µt ∥ µ) with respect to t, we have

d

dt
χ2(µt ∥ µ) = 2

∫
gt∂tgtdµ

= 2

∫
gt∇ · (µ∇gt)dx

= −2

∫
|∇gt|2 dµ, (3.5)

where the last step follows from integration by parts.
Now if µ satisfies a Poincaré inequality with constant CP, then applying the Poincaré

inequality to gt gives

χ2(µt ∥ µ) = Varµ(gt) ≤ CP

∫
|∇gt|2 dµ.

Plugging this into Eq. (3.5), we obtain

d

dt
χ2(µt ∥ µ) ≤ − 2

CP

χ2(µt ∥ µ).

We conclude by applying Gronwall’s inequality.

3.4 Convergence of ULA

Lecture 03 only covers a proof sketch, and the full proof is deferred.
Recall ULA:

Xk+1 = Xk − h∇U(Xk) +
√
2h ξk, ξk ∼ N (0, In). (3.6)

ULA is the Euler-Maruyama discretization of the Langevin diffusion, so we expect the
discretization error to accumulate over iterations. For fixed h > 0, ULA does not target
µ exactly. Let µh be the invariant measure of the ULA chain (when it exists). Then

W2 (L(Xk), µ) ≤ W2 (L(Xk), µh) +W2 (µh, µ) .

The first term is mixing error ; the second term is discretization bias.
Like for the continuous Langevin diffusion, we can also analyze the convergence of

ULA using both probabilistic and analytic approaches.
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3.4.1 Probabilistic approach

Assumptions on U

• U is α-strongly convex:

∇2U(x) ⪰ αIn;

• ∇U is β-Lipschitz:

|∇U(x)−∇U(y)| ≤ β |x− y| .

Theorem 3.4.1 (ULA convergence via coupling). Under the assumptions above, if
0 < h ≲ 1

β
, then

W2 (L(Xk), µ) ≤ (1− αh)kW2 (L(X0), µ) + C
β

α

√
nh,

C is a universal constant.

Interpretation

• Geometric contraction controls the finite-time error to µh.

• The second term is the asymptotic bias accumulated from discretization error.

• Smaller step-size h reduces bias but slows down contraction per iteration.

Practical recipe for target precision ε/
√
α

• Pick h so that C β
α

√
nh ≤ ε/

√
α/2.

• Pick k so that (1− αh)kW2(µ0, µ) ≤ ε/
√
α/2.

Let κ = β
α
be the condition number. This yields h ≈ ε2

nβκ
and k = O

(
κ2n
ε2

log
√
αW2(µ0,µ)

ε

)
.

Note that if we initialize at the mode of µ, then W2(µ0, µ) ≤
√

n/α.

Proof sketch The main idea is to construct a coupling between the ULA chain and
the continuous Langevin diffusion, and then bound the distance between them over time.
We know already in Theorem 3.3.1 that the continuous Langevin diffusion converges
to µ at a geometric rate, so it remains to analyze the discretization error and how it
accumulates over iterations. This analysis is separated into two parts
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• one-step discretization error when both processes start from the same point.
It is the distance betweenXk+1 and X̄(k+1)h, in Fig. 3.3, where X̄t is the continuous
Langevin diffusion starting from Xk at time kh.

• multi-step error accumulation over iterations. The contraction of the contin-
uous Langevin diffusion helps to control the error accumulation. It comes from
the distance between X̄(k+1)h and X(k+1)h in Fig. 3.3.

µ0

µ1 µ2 ...
µk

µ1h µ2h
... µkh

ULA

Langevin diffusion
(LD)

for time h

Xk

ULA Xk+1

A

B

Xkh

X(k+1)h(LD)
for time h

(LD)
for time h

X(k+1)h
What we want to bound

via one-step
discretization

via one-step
contraction

Figure 3.3: Illustration of ULA discretization analysis.

Proof. This proof follows from Chapter 4.1 of [Che23].

One-step coupling bound Consider the following coupling between ULA and the
continuous Langevin diffusion started from X0:

X1 = X0 − h∇U(X0) +
√
2Bh,

Xh = X0 −
∫ h

0

∇U(Xt)dt+
√
2Bh.
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Then the one-step Wasserstein error is bounded by

W 2
2 (L(X1),L(Xh)) ≤ E |X1 −Xh|2 ≤ 2E

∣∣∣∣h∇U(X0)−
∫ h

0

∇U(Xt)dt

∣∣∣∣2
≤ 2h

∫ h

0

E |∇U(X0)−∇U(Xt)|2 dt

≤ 2hβ2

∫ h

0

E |X0 −Xt|2 dt, (3.7)

where the last step follows from the Lipschitzness of ∇U .
A careful stochastic calculus analysis (see Lemma 4.1.8 of [Che23]) shows that

E |X0 −Xt|2 ≲ t2E |∇U(X0)|2 + nt for t ≤ 1
3β
.

Multi-step error accumulation Now we analyze how the one-step error accumu-
lates over iterations. Introduce an auxiliary process X̄t which is the continuous Langevin
diffusion started from Xk at time kh.

X̄t = Xk −
∫ t

kh

∇U(X̄s)ds+
√
2(Bt −Bkh).

We bound the Wasserstein distance between L(Xk+1) and µ by triangle inequality:

W2 (L(Xk+1), µ) ≤
√
E
∣∣Xk+1 −X(k+1)h

∣∣2
≤

√
E
∣∣X(k+1)h − X̄(k+1)h

∣∣2 +√
E
∣∣X̄(k+1)h −Xk+1

∣∣2.
The first term is the contraction from the continuous Langevin diffusion, which is
controlled in Theorem 3.3.1:

E
∣∣X(k+1)h − X̄(k+1)h

∣∣2 ≤ e−2αhE |Xkh −Xk|2 = e−2αhW 2
2 (L(Xk), µ) .

The last equality holds as we assumed optimal coupling at the previous step.
The second term is the one-step discretization error in Eq. (3.7):

E
∣∣X̄(k+1)h −Xk+1

∣∣2 ≲ β2h4E |∇U(Xk)|2 + β2h3n

≲ β2h4
(
E |∇U(Xk)−∇U(Xkh)|2 + |∇U(Xkh)|2

)
+ β2h3n

≲ β4h4W 2
2 (L(Xk), µ) + β2h4E |∇U(Xkh)|2 + β2h3n.

Note that E |∇U(Xkh)|2 ≲ βn from Lemma 4.0.1 in [Che23].
Putting everything together, we have

W2 (L(Xk+1), µ) ≤ e−αhW2 (L(Xk), µ) + C
(
β2h2W2 (L(Xk), µ) + βh3/2n1/2

)
.

Choosing h ≪ 1
βκ
, we ensure exp(−αh) + Cβ2h2 ≤ exp(−αh/2). Then conclude by

induction.
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3.4.2 Analytic approach

We prove the convergence of ULA in chi-square divergence using the Fokker-Planck
equation and an analytic discretization control.

Assumptions on U

• µ ∝ e−U satisfies a Poincaré inequality with constant CP.

• ∇U is β-Lipschitz:

|∇U(x)−∇U(y)| ≤ β |x− y| .

Let µk denote the law of Xk and ρk =
dµk

dµ
be the density ratio with respect to µ.

Theorem 3.4.2 (ULA convergence in chi-square divergence). Under the assumptions
above, let 0 < h ≲ 1/β. Then

χ2(µk ∥ µ) ≤ exp

(
−hk

CP

)
χ2(µ0 ∥ µ) + Cnβ2CPh.

Proof. This proof follows from [VW19] or an adaptation of Chapter 4.2 of [Che23].
Introduce the interpolated process

X̂t := X̂t− − (t− t−)∇U(X̂t−) +
√
2(Bt −Bt−), t− =

⌊
t

h

⌋
h.

Evolution of the interpolated process (Proposition 4.2.3 [Che23]) Let µ̂t be
the law of X̂t, then it satisfies the following Fokker-Planck equation:

∂tµ̂t = div

(
µ̂t∇ log

µ̂t

µ

)
+ div

(
µ̂tE

[
∇U(X̂t−)−∇U(X̂t) | X̂t = ·

])
.

This allows us to take derivative of χ2(µ̂t ∥ µ) with respect to t and control the dis-
cretization error in the second term.

dχ2(µ̂t ∥ µ) = −2

∫ ∣∣∣∣∇dµ̂t

dµ

∣∣∣∣2 dµdt+ 2

∫ 〈
∇dµ̂t

dµ
,E

[
∇U(X̂t−)−∇U(X̂t) | X̂t = ·

]〉
dµdt

The first term can be related back to χ2(µ̂t ∥ µ) using Poincaré inequality, which gives
the exponential contraction. The second term can be controlled via Cauchy-Schwarz
inequality, which then requires the control of the discretization error

E
∣∣∣∇U(X̂t−)−∇U(X̂t)

∣∣∣2 .
What happens if we don’t assume strong convexity or Poincaré inequality? See

coding exercises.
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3.5 Final remark: what if we use estimated score?

If we replace −∇U with an estimated score function, one more term appears in addition
to the discretization bias, corresponding to score estimation error.
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