401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 4 — Simulated Annealing, OU Process, and Time Reversal
Lecturer: Yuansi Chen Spring 2026

Key concepts:
e Simulated Annealing
e Ornstein-Uhlenbeck (OU) process
e Time reversal of diffusion processes

We have seen that Langevin diffusion and its discretization provide polynomial-time
algorithms for sampling from measures satisfying Poincaré-type inequalities, as well as
log-concave measures. However, for multimodal measures, Langevin diffusion can be
slow. What are some strategies to speed up the convergence? We discuss

e simulated annealing, whose classical motivation is global optimization in the pres-
ence of multiple modes rather than exact sampling,

e score-based sampling via time-reversed diffusion processes, which underlies a more
recent approach to sampling from multimodal measures.

4.1 Simulated Annealing

Let U : R™ — R be a smooth potential function. The simulated annealing algorithm, as
introduced in | ], was originally designed for the optimization problem of finding a
global minimum of U. For multimodal U, the gradient flow £X, = —VU(X,) can get
stuck at local minima. The Langevin diffusion dX; = —VU(X;)dt + V/2dB, can escape
from local minima, but it can be slow.

The idea of simulated annealing is to introduce an inverse-temperature parameter
B > 0 and consider the Langevin diffusion

dX, = —BVU(X,)dt + V2dB,. (4.1)

Following our derivation of the invariant measure last time, the invariant measure here
Is mg o e U, For fixed 3, sometimes the inverse-temperature parameter /3 is put on
the noise term instead, i.e., dX; = —VU(X,)dt + \/2/5dB;. This is equivalent to the
previous one by a time change. For a time-varying schedule, the two parametrizations
should be matched with some care.
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The optimization intuition is the following. When f is small, 73 is close to uniform
(or very flat), so the diffusion can explore the state space more easily. As [ increases,
mg concentrates more around the global minima of U. So if we start with a small 3
and gradually increase it, we can hope to avoid poor local minima early on and then
concentrate near global minimizers.

The optimization idea should be distinguished from using tempering to sample from
a fixed multimodal target, say x4 o e”Y. In that sampling problem, one typically
wants to move from an easier high-temperature distribution toward $ = 1, not toward
£ = oco. Obtaining general guarantees for sampling multimodal targets remains difficult
because the intermediate distributions can still have bottlenecks. Nevertheless, the same
tempering idea is an important way to deal with multimodality in practice.

Cooling schedule Simulated annealing chooses a cooling schedule (t) that increases
with time and runs a time-inhomogeneous Langevin diffusion:

The main requirements are

e ((t) = oo as t — oo so that the instantaneous measure g concentrates around
the global minima of U.

e [(t) increases slowly enough so that the diffusion can approximately track the
changing instantaneous measure mg(;). For example, if 3(t) increases too fast, the
diffusion may not have enough time to go through bottlenecks and escape from
local minima.

For the optimization objective, one classical sufficient choice is the logarithmic cooling
schedule §(t) = clog(2 + t), where the constant ¢ > 0 depends on the energy land-
scape. Under regularity conditions on U, this schedule converges to the set of global
minima | ], although the convergence may be slow in high dimension.

4.2 Ornstein-Uhlenbeck process
The Ornstein-Uhlenbeck (OU) process is a diffusion process defined by the SDE

dX, = —0X,dt + V2dB, (4.2)

where # > 0 is a constant. It is a special case of the Langevin diffusion with a
quadratic potential function U(z) = £||z||?. Thus its invariant measure is the Gaussian
N(0,67T,,). For simplicity, we focus on § = 1 in the following.
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Figure 4.1. Two ways of interpolating between an easy measure and the target
measure. Left: the simulated annealing ladder. As 3 increases, the measure mg con-
centrates more around the global minima of U. Right: the OU ladder. As ¢ increases,
the forward OU converges towards the invariant Gaussian distribution. The reverse
OU process transports Gaussian back towards the target distribution.

Explicit solution The OU process has an explicit solution given by
t
X, =e'Xo+ V2 / e~ =9)dB,.
0

For the law of X;, we have
L(X; | Xo=12) =N(e "z, (1 — e *)L,).

It is a weighted convolution of the initial distribution £(Xj) and the invariant distri-

bution N (0,1,).

Fokker-Planck equation of the OU process According to the derivation last time,
we can derive its infinitesimal generator as

Lg(x) = = (Vy(z),z) + Ag(x). (4.3)
The associated Fokker-Planck equation is
Ohpe(x) = L7pi(x) =V - (pe(x)2) + Ape().

The first term corresponds to the drift term which pushes the distribution towards
the origin, while the second term corresponds to the diffusion which spreads out the
distribution.
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Convergence of the OU process Since the invariant measure of the OU process is
Gaussian, its convergence is well-understood. The Poincaré constant of the Gaussian
measure v := N (0,1,) is 1. According to the last lecture, if p,dz denotes the law of X,
the chi-squared divergence x?(p¢||y) decays exponentially fast with rate 2:

(o) < e %P (polly)-

4.3 Time reversal of diffusion processes
For a diffusion process defined by the following SDE
dXt = CL(Xt, t)dt + UtdBt,

where a : R" x R, — R"™ is the drift function and oy is the (state-independent) diffusion
coefficient, we can define its time reversal as follows. For a fixed time horizon T' > 0,
we can always define a time-reversed process

X" =Xr, te€]0,T).
While this is always possible, the main questions are
e Is X, also a diffusion process?
e If so, what is its SDE?

Under mild regularity conditions (see e.g. [ , |), the time-reversed process X;~
is also a diffusion process and satisfies the SDE

dX = a™ (X, t)dt + op_dB;, (4.4)
where the backward drift a* is given by
(I(_($, t) = _a($a T— t) + O-T—to-;“l——tv lOg PT—t(I)7

and p; is the density of X;. In general, for state-dependent diffusion coefficients, the
reverse drift would contain additional divergence terms.

Note that Vlog pr_; is the score function for pr_;.

The derivation of the time-reversal is deferred to the next lecture.
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4.4 Time reversal of the OU process

Based on the time-reversal formula (4.4), we can obtain the SDE for the time-reversal
of the OU process. The forward SDE is

dX, = —X,dt + V2dB,.
The reverse SDE is
dX = [X} + 2V og pr_ (X)) dt + V2dB,.

Here p; is the density of X;. Let Xy ~ u, where p is the data distribution we ultimately
want to sample from. For each initial value z, X; | Xo = 2z ~ N(e 'z, (1 — e ?)I,). In
other words, p; can be written explicitly as a convolution

pi(x) = /N(:c, ez, (1 —e®)I,)du(z)

- | e () o)

Writing
p(x | 2) =N(z;e 2, (1 — e DL,),

we can derive the score function V log p, explicitly as

Vlog py(z) = vpfé:ia)j)
e 2) - SR du(2)
pe(z)
__ 1 r— e—tfzpt(-T | 2)du(z)
- ( AELIRY
- _ﬁ (v — e EzuplZ | Xi = 1)

In the last line, Z denotes the initial data variable, and the conditional expectation is
under the joint law Z ~ g and X; | Z = z ~ pi(- | 2).

Since p is unknown, we cannot compute V log p; exactly. The score function has to
be estimated from samples of p. For large T, pr is close to N(0,1,,). If we know or
estimate Vlog p; for t € [0, T], we can initialize X§~ ~ pr ~ N(0,L,) and simulate the
reverse SDE. In the idealized exact-score setting, X5 has law p.
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4.4.1 Score estimation

The score estimation follows from Lecture 02. In practice, we train a time-dependent
score model $y(x,t) =~ Vlogp;(z). Given data samples Z ~ p, we can generate OU-
noised samples X; = e *Z ++/1 — e~2t¢, where £ ~ N(0,1,,) is independent of Z. These

samples provide the training pairs for denoising score matching at different noise levels.

4.5 Simulations
We compare three algorithms for sampling a two-component mixture of Gaussians:
e Langevin dynamics
e Simulated annealing
e Reverse OU dynamics with exact score
We consider two settings:
e Setting 1: u = 0.8 - N (—2,0.35%) + 0.2 - N'(2,0.35%)
e Setting 2: = 0.8- N (=5,0.35%) + 0.2 - N'(5,0.35%)

The two Gaussians are further apart in Setting 2, so it is harder for Langevin dynamics
to mix.
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Langevin dynamics

0 t=T/4 t=T/2 t=37/4 t=T
Time: —

Simulated annealing

0 t=T/4 t=T/2 t=3T7/4 t=T
Time: —
Reverse OU with exact score

t=0 t=T/4 t=T/2 t=3T/4 t=T
Time: —

Figure 4.2: Setting 1: Langevin mixes well.
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Figure 4.3. Setting 2: Langevin has difficulty crossing the low-density barrier. Simu-
lated annealing mitigates this by using higher-temperature exploration, while reverse
OU uses the exact time-dependent score field along the OU path.
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