
401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 7 – Error analysis for diffusion models (2)
Lecturer: Yuansi Chen Spring 2026

Key concepts:

• Early stopping and nearly n-linear discretization bounds

• Score variation along the exact reverse path

• Stochastic localization and posterior covariance identities

Lecture 6 followed Chen et al. [CCL+22] and proved a polynomial-time discretization
bound. The main weakness of that argument was the use of a global Lipschitz constant
for the scores ∇ log qt. This is too crude near t = 0: even when the data distribution
is perfectly reasonable, the Hessian of log qt can become very large as the noising time
vanishes.

This lecture follows Benton et al. [BDBDD24]. The path-space KL argument from
Lecture 6 remains exactly the right framework. What changes is the estimate on the
score variation term.

Lecture 6 [CCL+22]: bound score variation by a global Lipschitz constant;

Lecture 7 [BDBDD24]: ... by the stochastic evolution of the score itself.

Benton et al. study the stochastic evolution of the score along the exact reverse trajec-
tory. The key new tool is a stochastic-localization identity, originating in the work of
Eldan and its later information-theoretic formulations, together with the time-change
equivalence between stochastic localization and OU diffusions [Eld13, EAM22, Mon23].
This leads to a nearly n-linear discretization bound for the early-stopped target qδ.

7.1 Why Lecture 6’s Lipschitz argument is too crude

Consider the two-mixture Gaussian example,

q =
1

2
N (1n, In) +

1

2
N (−1n, In).

qt has an explicit density formula, and one can compute that

qt =
1

2
N (e−t1n, (1− e−2t)In) +

1

2
N (−e−t1n, (1− e−2t)In).
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Let σ2
t = 1− e−2t. Then the score is

∇ log qt(x) =
1

σ2
t

[
−x+ e−t tanh

(
e−tσ−2t 1⊤nx

)
1n

]
.

The Hessian is

∇2 log qt(x) =
1

σ2
t

[
−In + e−2tσ−2t sech2

(
e−tσ−2t 1⊤nx

)
1n1

⊤
n

]
.

In the 1n direction, the Lipschitz constant can be as large as ≍ n for small t.

7.2 Setup

We keep the same forward OU process as in Lecture 6:

dX̄t = −X̄tdt+
√
2dBt, X̄0 ∼ q. (7.1)

Let qt denote the law of X̄t. For a fixed T > 0, the exact reverse SDE is

dYt = [Yt + 2∇ log qT−t(Yt)] dt+
√
2dB̃t, Y0 ∼ qT . (7.2)

Early stopping. Unlike Lecture 6, we do not attempt to approximate q = q0. In-
stead, we stop the reverse process at time

tK = T − δ, δ ∈ (0, 1),

so the target becomes the smoothed distribution qδ. This is the correct formulation
under minimal assumptions, because for a singular target the score may blow up as
t ↓ 0.

Approximate reverse sampler. We now allow a non-uniform time grid

0 = t0 < t1 < · · · < tK = T − δ, hk := tk+1 − tk.

On each interval [tk, tk+1], we freeze the learned score and run

dŶt =
[
Ŷt + 2sT−tk(Ŷtk)

]
dt+

√
2dB̃t, t ∈ [tk, tk+1], (7.3)

with initialization Ŷ0 ∼ γn = N (0, In). We write pt := L(Ŷt) for the law of the
discretized reverse process.
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7.3 Main theorem

[BDBDD24] make the following two assumptions.

• Assumption 1 (normalized covariance). After centering and whitening,

EX∼q[X] = 0, Cov(q) = In. (7.4)

In particular,

EX∼q |X|2 = n.

• Assumption 2 (discrete score accuracy). The learned score satisfies

K−1∑
k=0

hkEX∼qT−tk
∥∇ log qT−tk(X)− sT−tk(X)∥22 ≤ ε2score. (7.5)

Step-size condition. The time steps are required to satisfy

hk ≤ κmin {1, T − tk+1} , k = 0, . . . , K − 1. (7.6)

Near the endpoint the step size must shrink proportionally to the remaining forward
noising time.

Theorem 7.3.1 ([BDBDD24] Theorem 1). Suppose (7.4) and (7.5) hold, and assume
T ≥ 1. If the step sizes satisfy (7.6), then the final law ptK of the discretized reverse
process (7.3) satisfies

KL(qδ∥ptK ) ≲ ε2score︸︷︷︸
Score estimation error

+ κ2nK + κnT︸ ︷︷ ︸
Discretization error

+ ne−2T︸ ︷︷ ︸
Initialization error

. (7.7)

The improvement over Lecture 6 is entirely in the discretization error. No global
Lipschitz bound on ∇ log qt is assumed.

Combined with a suitable mixed linear/exponential grid, this yields the iteration-
complexity statement of [BDBDD24, Corollary 1].

Corollary 1. For T ≥ 1, δ ∈ (0, 1) and K ≥ log(1/δ), there exists a time grid with

κ ≍ T + log(1/δ)

K
, (7.8)

T ≍ 1

2
log

n

ε2score
, K ≍ n (T + log(1/δ))2

ε2score
. (7.9)

satisfying (7.6). Then

KL(qδ∥ptK ) = O(ε2score),

and in particular, if we target a final KL accuracy ε2 and learn the score so that εscore ≲
ε, then the number of steps satisfies

K = Õ

(
n log2(1/δ)

ε2

)
.
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7.4 Proof loadmap

Let Q←tK be the path measure of the exact reverse SDE (7.2). Let PqT
tK

be the path
measure of the discretized reverse process (7.3) initialized at qT , and let PtK be the
same discretized reverse process initialized at γn.

The final law ptK is the time-tK marginal of PtK , while qδ is the time-tK marginal
of Q←tK . Therefore, by data processing,

KL(qδ∥ptK ) ≤ KL(Q←tK∥PtK ). (7.10)

So, just as in Lecture 6, the proof has two parts:

• control the initialization error coming from replacing qT by γn;

• control the path-space discrepancy between the exact reverse process and the
discretized reverse process started from qT .

The first term is handled by the forward OU process. The second term is handled by
Girsanov’s theorem.

Up to this point, the logic is the same as in Lecture 6. The real difference appears
when we bound the drift mismatch inside the Girsanov integral. Lecture 6 bounded
score variation by splitting it into time and spatial terms and then using a global
Lipschitz constant for ∇ log qt. Lecture 7 keeps the same score estimation term, but
replaces those Lipschitz-based bounds by a single local score variation estimate along
the exact reverse path.

Define

Vloc :=
K−1∑
k=0

∫ tk+1

tk

EQ←tK
∥∇ log qT−t(Yt)−∇ log qT−tk(Ytk)∥

2
2 dt.

Then the Girsanov argument reduces the theorem to

KL(qδ∥ptK ) ≲ ε2score︸︷︷︸
Score estimation error

+ Vloc︸︷︷︸
new

+ ne−2T︸ ︷︷ ︸
Initialization error

.

7.5 The one new lemma

Lemma 1 (local score variation bound). Under the step-size condition (7.6),

Vloc ≲ κ2nK + κnT.

7-4



401-4634-24L Lecture 7 Spring 2026

7.5.1 The local score variation term

To study Vloc, [BDBDD24] replace the Lecture 6 Lipschitz argument by a study of the
stochastic process

gt := ∇ log qT−t(Yt)

along the exact reverse path. Once we understand how gt evolves, we can control Vloc

without ever invoking a global Lipschitz constant.
Under Q←tK , define

gt := ∇ log qT−t(Yt), Ht := ∇2 log qT−t(Yt). (7.11)

The key observation is that gt itself satisfies a simple SDE.

Lemma 2 (Score process SDE, [BDBDD24] Lemma 3). Under the exact reverse path
measure Q←tK ,

dgt = −gtdt+
√
2HtdB̃t. (7.12)

Proof. Let Fτ (x) := ∇ log qτ (x). For the forward OU flow, qτ satisfies the Fokker-Planck
equation and hence Fτ satisfies the following equation:

∂τFτ = Fτ + (x+ 2Fτ ) · ∇Fτ +∆Fτ .

Since gt = FT−t(Yt), Itô’s formula applied to the space-time function (t, x) 7→ FT−t(x)
and the reverse SDE (7.2) gives

dgt = −∂τFT−t(Yt)dt+ [Yt + 2gt] · ∇FT−t(Yt)dt

+∆FT−t(Yt)dt+
√
2∇FT−t(Yt)dB̃t.

Substituting the displayed evolution equation for Fτ at (τ, x) = (T − t, Yt), the drift
simplifies to −gt. Since ∇FT−t(Yt) = Ht, we obtain

dgt = −gtdt+
√
2HtdB̃t.

Then it is straightforward to derive a differential inequality for the local score vari-
ation term.

Lemma 3 (Local score variation differential inequality, [BDBDD24] Lemma 4). For
0 ≤ s ≤ t ≤ T − δ, define

Es,t := EQ←tK
∥gt − gs∥22 . (7.13)

Then

d

dt
Es,t ≤ EQ←tK

∥gs∥22 + 2EQ←tK
∥Ht∥2F . (7.14)
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Proof. Fix s and apply Itô’s formula to ∥gt − gs∥22. Since gs is constant with respect to
t and dgt is given by (7.12),

d

dt
Es,t = −2EQ←tK

⟨gt − gs, gt⟩+ 2EQ←tK
∥Ht∥2F

= −2Es,t + 2EQ←tK
⟨gs − gt, gs⟩+ 2EQ←tK

∥Ht∥2F .

Use 2 ⟨gs − gt, gs⟩ ≤ ∥gt − gs∥22 + ∥gs∥22 to conclude.

7.5.2 Posterior mean and covariance formulas

Let

mτ (x) := E[X̄0 | X̄τ = x], Στ (x) := Cov(X̄0 | X̄τ = x). (7.15)

Because the forward channel

X̄τ = e−τX̄0 + στZ

is Gaussian, the score and Hessian of qτ can be expressed explicitly in terms of mτ and
Στ ; compare with [BDBDD24, Lemma 5].

Proposition 7.5.1 (Posterior formulas; [BDBDD24] Lemma 5). For every τ > 0 and
x ∈ Rn,

∇ log qτ (x) = −σ−2τ x+ e−τσ−2τ mτ (x), (7.16)

∇mτ (x) = e−τσ−2τ Στ (x), (7.17)

∇2 log qτ (x) = −σ−2τ In + e−2τσ−4τ Στ (x). (7.18)

Proof. The transition kernel of the OU process is

qτ |0(x | x0) =
1

(2πσ2
τ )

n/2
exp

(
−|x− e−τx0|2

2σ2
τ

)
.

Hence

qτ (x) =

∫
qτ |0(x | x0)q(dx0).

Differentiating under the integral,

∇qτ (x) = −σ−2τ

∫
(x− e−τx0)qτ |0(x | x0)q(dx0)

= qτ (x)
[
−σ−2τ x+ e−τσ−2τ mτ (x)

]
.
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Dividing by qτ (x) gives (7.16).
To derive (7.17), note that

mτ (x) =

∫
x0qτ |0(x | x0)q(dx0)

qτ (x)
.

Differentiate this quotient and use the expression for ∇ log qτ |0(x | x0):

∇ log qτ |0(x | x0) = −σ−2τ (x− e−τx0).

After simplifying, the covariance term appears:

∇mτ (x) = e−τσ−2τ Cov(X̄0 | X̄τ = x) = e−τσ−2τ Στ (x).

Finally, differentiating (7.16) and substituting (7.17) yields (7.18).

7.5.3 Stochastic localization identity

The remarkable insight of [BDBDD24] is that the posterior covariance process Στ sat-
isfies an identity coming from stochastic localization.

Stochastic localization. Given a hidden sample ξ ∼ q, define noisy observations

Us = sξ +Ws,

where Ws is Brownian motion in Rn. Let µs = L(ξ | Us) and As = Cov(µs). A classical
identity from stochastic localization is

d

ds
E[As] = −E[A2

s]. (7.19)

See Eldan’s original work [Eld13] and the information-theoretic treatment of El Alaoui
and Montanari [EAM22] for broader context.

Time change. Set

s = σ−2τ − 1. (7.20)

Montanari [Mon23] proves the time-change equivalence. After this change of variables,
the Gaussian stochastic-localization process and the OU diffusion have the same law,
so As and Στ are equal in law. Differentiating (7.20),

ds

dτ
= −2σ−3τ σ̇τ .

Therefore (7.19) becomes the following identity in OU time.
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Lemma 4 ([BDBDD24] Lemma 1). For every τ > 0,

σ3
τ

2σ̇τ

d

dτ
E[Στ ] = E[Σ2

τ ]. (7.21)

Remark 1. This identity is the key new ingredient. Without it, the squared Hessian
term would involve E[Σ2

τ ], which is too singular near τ = 0. The stochastic-localization
identity converts that quadratic term into a time derivative, and time derivatives tele-
scope after integration.

7.5.4 Quantitative bounds on the score and Hessian

We now turn the posterior formulas into estimates that can be plugged into Lemma 3.

Lemma 5 (Score and Hessian bounds; [BDBDD24] Lemma 6). For every 0 ≤ s < T
and 0 ≤ t < T ,

EQ←tK
∥gs∥22 ≤ nσ−2T−s, (7.22)

EQ←tK
∥Ht∥2F ≤ nσ−4T−t −

1

2

d

dr

[
σ−4T−rE trace(ΣT−r)

]
r=t

. (7.23)

Proof. Since Ys ∼ qT−s under Q←tK , we may work with τ = T − s and Xτ ∼ qτ .
From (7.16),

E |Xτ |2 = n,

because X̄τ = e−τX̄0+στZ remains centered with covariance In under (7.4). Therefore,

Eqτ ∥∇ log qτ (Xτ )∥22 = σ−4τ E |Xτ |2 − 2e−τσ−4τ E ⟨Xτ ,mτ (Xτ )⟩
+ e−2τσ−4τ E |mτ (Xτ )|2 .

Using the tower property,

E ⟨Xτ ,mτ (Xτ )⟩ = E
〈
Xτ , X̄0

〉
= e−τE

∣∣X̄0

∣∣2 = ne−τ ,

where the last step uses (7.4). Also,

trace(Στ ) = E
[∣∣X̄0

∣∣2 | X̄τ

]
−
∣∣mτ (X̄τ )

∣∣2 ,
so after taking expectation,

E |mτ (Xτ )|2 = n− E trace(Στ ).
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Substituting these identities and using σ̇τστ = e−2τ gives

Eqτ ∥∇ log qτ (Xτ )∥22 = nσ−2τ − σ̇τσ
−3
τ E trace(Στ ) ≤ nσ−2τ ,

proving (7.22).
For the Hessian, use (7.18):

Eqτ

∥∥∇2 log qτ (Xτ )
∥∥2
F
= nσ−4τ − 2σ̇τσ

−5
τ E trace(Στ ) + σ̇2

τσ
−6
τ E trace(Σ2

τ ).

Taking the trace in Lemma 4,

E trace(Σ2
τ ) =

σ3
τ

2σ̇τ

d

dτ
E trace(Στ ).

Hence

Eqτ

∥∥∇2 log qτ (Xτ )
∥∥2
F
= nσ−4τ − 2σ̇τσ

−5
τ E trace(Στ ) +

1

2
σ̇τσ

−3
τ

d

dτ
E trace(Στ ).

Since σ̇τστ = e−2τ ≤ 1 and d
dτ
E trace(Στ ) ≥ 0 by Lemma 4, we obtain

Eqτ

∥∥∇2 log qτ (Xτ )
∥∥2
F
≤ nσ−4τ − 2σ̇τσ

−5
τ E trace(Στ ) +

1

2
σ−4τ

d

dτ
E trace(Στ )

= nσ−4τ +
1

2

d

dτ

[
σ−4τ E trace(Στ )

]
.

Replacing τ by T − t proves (7.23).

7.5.5 Bounding the local score variation

Combining Lemma 3 with Lemma 5, we obtain for t ∈ [tk, tk+1],

Etk,t ≲
∫ t

tk

[
nσ−2T−tk + 2nσ−4T−s −

d

ds

(
σ−4T−sE trace(ΣT−s)

)]
ds. (7.24)

The right-hand side has three pieces:

• a term with singularity σ−2T−s ≍ (T − s)−1 near the endpoint;

• a term with singularity σ−4T−s ≍ (T − s)−2;

• a derivative term, which will telescope after summation.
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Why the step-size condition (7.6) is natural. When T − s ≥ 1, the factors σ−2T−s
and σ−4T−s are both O(1). So a double integral over an interval of length hk contributes
O(nh2

k), and summing gives∑
k

nh2
k ≤ nκ

∑
k

hk = O(κnT ).

When T − s ≤ 1, we have σ−2T−s ≍ (T − s)−1 and σ−4T−s ≍ (T − s)−2. The condition
hk ≤ κ(T − tk+1) then gives∫ tk+1

tk

∫ t

tk

(T − s)−2dsdt ≲
h2
k

(T − tk+1)2
≲ κ2,

so after summing over endpoint intervals we get O(κ2K). Multiplying by n yields the
term κ2nK. Similarly, the milder singularity (T − s)−1 contributes O(κnT ).

The derivative term is the real payoff of stochastic localization: after summing
over intervals, it telescopes into boundary terms and contributes the same scale O(κn+
κ2nK), which is absorbed intoO(κnT+κ2nK) because T ≥ 1. This concludes Lemma 1.

7.6 Step schedule and nearly n-linear complexity

It remains to explain the schedule in Corollary 1. The idea is simple:

• use linearly spaced steps on [0, T − 1];

• use geometrically spaced steps on [T − 1, T − δ].

The linear part has step size ≍ T/K. The geometric part has ratio approximately

exp

(
−Θ

(
log(1/δ)

K

))
,

so each step is a fixed fraction of the remaining noising time. Hence

κ ≍ T + log(1/δ)

K
,

which is (7.8). Substituting this into (7.7), we see that

κ2nK ≍ n (T + log(1/δ))2

K
, κnT ≍ nT (T + log(1/δ))

K
.

Choosing K as in (7.9) makes both discretization terms of order ε2score, while choosing
T ≍ 1

2
log(n/ε2score) makes the initialization term ne−2T of the same order. This proves

Corollary 1.
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7.7 Conceptual summary

The single main conceptual shift from Lecture 6 to Lecture 7 is:

Lecture 6 [CCL+22]: bound score variation by a global Lipschitz constant;

Lecture 7 [BDBDD24]: ... by the stochastic evolution of the score itself.

The path-space KL framework, the Girsanov reduction, and the initialization argument
are all inherited from Lecture 6. The improvement comes entirely from the new control
of

∇ log qT−t(Yt)−∇ log qT−s(Ys),

and stochastic localization is the tool that makes this control sharp enough to obtain
nearly linear dependence on the dimension.
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