401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 8 — Statistical Learning Theory for Score Estimation
Lecturer: Yuansi Chen Spring 2026

Key concepts:
e Recall denoising score estimation
e 1D minimax score estimation rate
e High-dimensional score estimation: curse of dimensionality
e Score estimation for Gaussian mixture models

Lectures 06 and 07 analyzed the diffusion model sampling error under the assump-
tion that the time-dependent score function V log ¢; can be estimated with small L?(g;)
error. We now examine the statistical learning theory for score estimation. We review
three recent works that quantify statistical errors for score estimation in three different
settings:

o | ]: sharp 1D minimax score estimation rate

o | |: high-dimensional score estimation under Lipschitz and subgaussian
assumptions.

o | ]: efficient score matching for well-conditioned Gaussian mixtures.

We do not reprove these results in full detail, but we give the main ideas and proof
sketches. The goal is to understand the statistical difficulty of score estimation and
how it depends on the model class.

8.1 Denoising score estimation for diffusion models

In view of Lectures 04-07, to sample from a diffusion model via the reverse process, we
need to have access to the time-dependent score function V log ¢;, where ¢, is the law of
the forward OU process. We now recall how this score is estimated from i.i.d. samples
from the data distribution.

Let ¢ be the density of the target measure 1 on R™. As in the previous lectures, we
run the forward OU process

dXt = —Xtdt + \/idBt, XO ~ (. (81)
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Its explicit solution is
X, =e'Xo+ 0.2, ol i=1—e?, Z ~ v, =N(0,I,) independent.  (8.2)

Let ¢, be the law of X;. The time-reversal of the OU process contains the time-
dependent score Vlog ¢, of the marginal ¢; of X;. To implement the reverse process,
we need to estimate this score using samples from gq.

Fixed-time score estimation. For a fixed ¢ > 0, the ideal score estimation problem
is
4 =arg min Ex., |[s(X) — Vg g (X)|3. (8.3)
s:R*—R"”
This is the same Fisher-divergence objective as in Lecture 02, except that the target
is now the intermediate marginal ¢; rather than the original data distribution q. The
difficulty is again that V log ¢; is unknown.

Denoising score matching. The practical training loss is the denoising loss

_ 1 P
s(e™' Xo+ 0 Z)+ —2

LDSM,t(S) = EXONq,ZNN(OJIn) =
t

2

Now this objective can be evaluated using only samples from ¢, because we can generate
noisy samples X; explicitly from (8.2). The key fact is that this denoising objective has
the same minimizer as the original score-matching objective (8.3).

Proof sketch. We present a slightly different proof from Lecture 02 to provide more in-
tuition. The Tweedie’s formula gives an explicit expression for the score of the marginal
¢: (obtained by differentiating the Gaussian convolution formula using the explicit OU
solution):

_tX .
Viegq(z) =E 60—02x | Xy =z . (8.4)
t
Our objective Lpgn(s) can be rewritten as
E|[s(X:) = Uill3,

—t _ . ..
where U; = —UitZ = # Using the least-squares decomposition, we have
t

E||s(X;) — Uil = E||s(X:) — E[U; | X{|l3 + E|E[U; | X¢] — Ui
> E HS(Xt) - ]E[Ut \ Xt]H;

Note that the second term does not depend on s, so the minimizer is E[U; | X; = z].
By Tweedie’s formula (8.4), this is exactly the score V log ¢;(z). O
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Connection with previous lectures. The score-estimation assumptions in Lectures
06 and 07 are discrete analogues of this training objective. For example, Lecture 07
assumed

=

thXNQT—tk ||ST—tk (X) - Vlog qT—t,, (X)H; < 52

score”
0

b
Il

This is the Riemann-sum analogue of averaging the fixed-time loss (8.3) over time. So
the L?(q;) score error which appeared in the sampling analysis is exactly the natural
error notion induced by denoising score matching.

Remark 1. We make three practical remarks about the denoising objective.

e time-dependent parametrization. In practice, we do not train a separate
estimator for each t. Instead, we introduce a time-dependent family sq(x,t) and
average the objective over time:

_ 1|7
sole " Xg+ o Z,t) + —Z

EtNWEXONQ»Z"”‘/n oy

Y

2

where w is a distribution on the training times. In practice, ™ can be a continuous
distribution on [0, T] or the uniform distribution on a discrete time grid.

e noise prediction parametrization. It is often convenient to absorb the factor
o; ! into the parametrization. Define

Zo(x,t) == —oysg(x,t).

Then the objective becomes
L., s 2
EtrB %,z 3 |20(e™" Xo + 00 Z,t) — Z||, -
t

This is used in the DDPM implementation [ . Once Zy is learned, we
recover the score by

L
S@(l‘,lf) = _0_20(x7t>
t

e OU time vs. heat-flow time. Some papers consider the additive model
X = Xo + V12,

so that the density at time t is ¢ = q * N(0,tI). This is the heat-flow time
parametrization. The OU time and heat-flow time are related by a time change
plus spatial rescaling, so the two settings are essentially equivalent.
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8.2 Paper 1: sharp 1D minimax score estimation
rate

[ | studies score estimation in the most classical nonparametric density estima-
tion setting: one-dimensional compactly supported smooth densities.

8.2.1 Problem setup

Let ¢ be an unknown density on [—1, 1], and suppose we observe

iid
X17...,XNN(].
To be consistent with | |, we use heat-flow time parametrization:

qt ZQ*N(O>t)7 815(3:) :axlqut(l')
For a fixed t > 0, given a score estimator §;, the L? score estimation risk at time ¢ is
Ri(81) = Exng, [8:(X) — s0(X)|*.

[ | asks for the minimax score estimation risk over a 1D a-Holder class of
densities supported on [—1,1]. To match the paper, the constants defining the class are
fixed. Fix L, ¢, C > 0, and write H, = Ha(L, ¢, C) for the class of densities ¢ supported
on [—1,1] such that

c<q@)<C,  zel-1,1]

Writing o« = m + 8 with m a nonnegative integer and 0 < 3 < 1, we also require ¢ to
be m times differentiable on (—1,1) and its m-th derivative to be S-Holder continuous
with radius L:

Thus a measures the smoothness of the density.

8.2.2 Main result

Theorem 8.2.1 (Sharp 1D minimax score estimation rate, | ). Fiza >0 and
the constants defining H, above. Then

. ~ 1 ]_ _2(a—1) a—1
lgltf qSELg)a ERt(St) = W N W VAN (N 2041 - ¢ ) . (85)

Let’s interpret the theorem in three regimes.
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e Large diffusion time ¢ 2> 1. If ¢ is large, ¢; is close to a Gaussian-smoothed
object whose score is close to linear. The rate is essentially parametric:

1

ER:(5:) < —.
(80 =
The Tweedie’s formula for the heat-flow time parametrization is

so(z) = E[Xo | Xtt:x] —z

The term —z/t is known, so the statistical task is to estimate the conditional mean
E[Xo | X; = ]. When the Gaussian bandwidth /¢ is larger than the support
size, essentially all N samples contribute to this estimate; the conditional mean
has parametric squared error, and the prefactor 1/t gives the rate 1/(Nt?).

e Intermediate diffusion time. If N=2/ot1) <¢ <1 then Gaussian bandwidth
V/t is larger than the kernel bandwidth N ~1/(*+1) byt smaller than the support
size. Only a v/t fraction of the N samples are used to estimate the conditional
mean, so the effective sample size is Nt'/2. The rate is 1/(Nt*/2).

e Small diffusion time. If t < N=2/(2F1) then one almost sees the original den-
sity ¢ which is a-Holder continuous. The score estimation problem is essentially
a nonparametric derivative estimation problem, and the rate is

_2(a-1)

N~ 2a51 4271

For a > 1, this is essentially the classical derivative-estimation rate. For a < 1,
the density is not differentiable, so the score is not well-defined. The rate t*~*
captures the bias from smoothing a non-differentiable density.

Consequences for sampling. The same paper also shows that integrating the score
estimation rates over time gives optimal one-dimensional density estimation by a diffu-
sion sampler. For t, = N~2/(2e+1),

B dt = [ (N e gy [

~ 2a+1 -

A t@HAA< ++t)t+LNW2
= N~ za31,

This is the classical nonparametric density estimation rate for a-Hoélder densities, so
the diffusion sampler is statistically optimal in 1D.
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8.3 Paper 2: high-dimensional score estimation and
the curse of dimensionality

The 1D theorem shows how diffusion time can help statistical estimation. In high
dimension, however, even estimating the score of a single smooth distribution already
suffers from the curse of dimensionality. | | studies how hard it is to estimate the
score of a single high-dimensional distribution under smoothness and tail assumptions.

8.3.1 Problem setup
Let ¢ be a density on R? with score

s(z) := Vlogq(x).

Assume that ¢ is subgaussian and that its score s is L-Lipschitz. Given N i.i.d. samples
X1,...,Xn ~ g, for a score estimator built from the samples, measure the error by the
L?(q) risk

Ex-, [|5(X) — s(X)|2.

The goal is to understand the minimax score estimation rate.

8.3.2 A natural score estimator

Define the empirical measure

XN
q:= N ; Ox,-
Define the Gaussian smoothed version
an = q*N(0,hLa),  gn=qxN(0,hly).
The regularized score estimator is defined as

V(jh<l‘)
max {qn(z),n}

Spp(x) =

In words, first do Gaussian density estimation, then differentiate the log-density, and
finally regularize the denominator to avoid blow-up in low-density regions.
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8.3.3 Main result

Theorem 8.3.1 (High-dimensional score estimation, | ). Fixd > 1. Ifn =
N—2 and

h = N72/(d+4)

up to logarithmic factors, then

sup Ex,..., xy Exg [181,0(X) — s(X)[l; S N7/, (8.6)

q

where the supremum is over subgaussian densities q with L-Lipschitz score. Moreover,
the paper proves a matching lower bound

inf sup Ex, _ xyExeg 5(X) — s(X)|3 = N~/ @+,
S q

The important feature is the dependence on d. To achieve risk at most €, one needs
roughly N > e=(@+4/2 samples, which grows exponentially in d. So without additional
structure, nonparametric score estimation becomes statistically hard very fast in high
dimension. This is the curse of dimensionality for score estimation.

8.4 Paper 3: Gaussian mixture models

The minimax results from the previous sections treat the score as an arbitrary smooth
function. For structured classes, this can be far too pessimistic. Gaussian mixtures
are the cleanest example: after Gaussian noising, the model class is preserved exactly,
and the score has an explicit low-complexity form. | | studies score estimation
for Gaussian mixtures.

8.4.1 Why Gaussian mixtures are special

Consider the additive model with heat-flow time parametrization:
X, = X+ VtZ, Z ~ N(0,1,).

Suppose that ¢ is a Gaussian mixture density:

k k

) =Y mb(z;p,5y), Y mi=1, >0

J=1 Jj=1

Here ¢(z; 1, ) denotes the density of M (u,X) at .
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Gaussian mixtures are closed under Gaussian smoothing, so ¢; is also a Gaussian
mixture:
k

q(x) = ijqb(x;,uj, X+ thy).

j=1

Differentiating the log-density gives an explicit formula for the score:

Viogaa) = Y1 (@)(S; + ) 1y — ), (8.7)

j=1
where
oy e M0y, By 4 tla)

S e (@ e, e + )
The score is a posterior-weighted average of affine Gaussian scores. Away from the
decision boundary between mixture components, one r; dominates and the score is

almost affine. Near the boundary, the score is a smooth interpolation between two
affine functions.

Example 1 (A symmetric two-Gaussian mixture in 1D). Consider the symmetric miz-
ture

1 1
q(x) = 50(x; =, %) + 56(: 1, 0%), (8.8)
_ ¢ Hx
O, log () = 2 + = tanh (Tt2> , (8.9)

where 77 = 02 + t.

e If x>0, then tanh(ux/7?) ~ 1, so

n—x
aIIOth(:E) ~ 2
Ty

which 1s exactly the score of the right Gaussian component.
o Ifx <0, then tanh(ux/77?) ~ —1, so

ax 10g qt(x) ~ 7_2 ;
t

the score of the left Gaussian component.

e The only hard region is near x = 0, where the posterior is uncertain about which
component generated the sample.

The score is just a smooth interpolation between two affine functions.
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8.4.2 Main result

[ ]’s result is algorithmic rather than a clean minimax-rate theorem.

Theorem 8.4.1 (Chen-Kontonis-Shah, classroom statement). Consider miztures of
k Gaussians in R with no separation assumption, but with bounded means, bounded
covariances, bounded covariance condition numbers, and non-negligible mixing weights.
There is an algorithm based on score matching that uses

droh/e) (8.10)

samples, runs in time polynomial in its sample size, and outputs a sampler whose dis-
tribution is within € total variation distance of the unknown mizture.

The important point is that the dependence on dimension is only polynomial, which
is different from the exponential dependence in the generic nonparametric setting.

Main proof idea. According to the score formula (8.7), the score is a posterior-
weighted average of affine fields, which is determined via r;. The r; are ratios of sums of
exponentials of quadratic functions. After partitioning the space into regions, r; on each
region can be approximated by a polynomial function of controlled degree. Globally, the
score is then approximated by a piecewise polynomial function with controlled degree.

Once the score is known to be well approximated by a piecewise-polynomial class,
one can use empirical risk theory to bound statistical error of learning a piecewise-
polynomial score estimator.

Consequences for sampling. The curse of dimensionality in high-dimensional score
estimation is due to the assumption on generic smooth function classes. Gaussian
mixtures are easier because the score has a special structure that can be exploited.
This is a general theme in high-dimensional learning: without structural assumptions,
the problem is hopeless; with the right assumptions, it can be tractable.

In general, finding the right structural assumptions in high dimension is the key to
making score estimation and the statistical learning of diffusion models tractable. The
problem is wide open, and there are many interesting directions to explore.
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