401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 10 — Guidance, Doob h-transform, Feynman—Kac
Lecturer: Yuansi Chen Spring 2026

Key concepts:
e (lassifier guidance
e (lassifier-free guidance
e Doob h-transform

e Feynman-Kac correction

10.1 Why do we need guidance?

Recall from previous lectures that the time-reversal of the OU process allows us to
generate samples from a target distribution ¢y by simulating the SDE

X7 = (X +2Vloggr (X)) dt + V2dB,, X5 ~ar,

as long as we have a good estimate of the score function V log ¢gr_; using samples from
qo- Here ¢ is the density of the law of the forward process (X;) at time ¢.

However, in practice, we often do not want to generate a draw from ¢y but rather
from a distribution that is close to ¢y but has some desired properties. For example,
in image generation, we may want to generate images that belong to a certain class
(e.g., dogs), or have certain attributes or conditions (e.g., smiling faces), or according
to some user-defined prompts (e.g., “a cat sitting on a sofa”). To achieve this, we need
to modify the sampling process to incorporate additional information or constraints.
This is where guidance comes into play.

Now, to simplify the discussion, we want to generate samples from a conditional
distribution

w(-|C=c).

For the derivation below, take C to be a class label in {1, ..., K'}. The same idea applies
to continuous prompt embeddings by replacing probabilities with conditional densities.
How can we modify the sampling process to generate samples from ¢o(- | C = c¢) instead
Of q07
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10.2 Exact conditional reverse SDE
Once we replace gy with ¢o(- | C = ¢) in Lecture 4, it is straightforward to derive the
exact conditional reverse SDE:

dYE = [V +2Vlogqr (Y | C=c¢)|dt + V2dB,, Y& ~qr(-|C=c). (10.1)

At the reverse time ¢t =T, Y ~ qo(- | C = c). All we need is to estimate the conditional
score function Vloggr_:(- | C = c).

Bayes rule to obtain conditional score Suppose we have a noisy classifier at time
-

r-(c|z) =P(C=c| X, =ux).
Then by Bayes rule, we have
P(C=c| X, =) (x) _ rr(c|z)gr(2)

a(z]e) = P(C = c) ~ T P(C=c)
Taking the logarithm and gradient, we have
Vlogg,(z | c) = Vlogr,(c|z)+ Vlogg, (). (10.2)

Hence, if we already have an estimate of the unconditional score function V log ¢, (z),
we only need to train a noisy classifier r,(c | ) for several noise levels 7 to obtain the
conditional score function Vlog g, (x | ¢) at different 7.

10.3 Classifier guidance

Suppose that we have two estimators learned from data

e an unconditional score estimator §, &~ Vlogg,, and

e a noisy classifier r,(c | z) that estimates P(C = ¢ | X, = z) for several noise
levels 7.

Estimating the conditional score function using (10.2) and plugging it into the condi-
tional reverse SDE (10.1) allows us to sample from ¢o(- | C = c).

How to train the noisy classifier? We can train the noisy classifier - (c | ) using
the following objective:
Hlein E(xo,C),7~Uniform(0,T), X ~g- (- Xo) [—logr-(C | X7)].

In general, a clean classifier trained on clean data (7 = 0) is not sufficient to obtain
a good noisy classifier for large 7! This type of classifier guidance for image generation
was introduced in | ].
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10.3.1 Guidance scale

In practice, people often introduce a guidance scale v > 0 and use the following esti-
mator of the conditional score function:

sl(x) =~Vlogr,(c|z)+ Vlogq.(z). (10.3)

With an exact classifier and exact unconditional score, v = 1 is exact. For v > 1, the
estimator amplifies the contribution of the classifier, which can lead to sharper samples
but may also introduce bias.

Remark 1. Fq. (10.3) uses a specific score. However, it does not say that the guided
reverse SDE has the marginals proportional to q;r) or terminal density proportional to
qorg- In fact, for v # 1, this is false. The Feynman—Kac section below explains why.

10.4 Classifier-free guidance

Classifier guidance needs to train a separate classifier. Classifier-free guidance avoids
this by training one denoising network that accepts either a condition or a null token.
An example of this approach for image generation is given in [ |. During training,
one randomly replaces the condition by a null token () with some probability. We have
two kinds of score estimators:

sr(xz,¢) = Vlogg-(z | C=c), s-(z,0) = Vlog g (x).
The classifier-free guidance estimator of the conditional score function is
§1(x) = s.(2,0) + v [s,(x,¢) — s.(x,0)] .

One can use the same denoising score matching objective to train the conditional and
unconditional scores simultaneously. A condition dropout strategy is used to randomly
replace ¢ with () with some probability pay, during training, which encourages the
model to learn both kinds of scores.

10.5 Doob A-transform

The Bayes-rule derivation above shows that class conditioning changes the reverse drift
by the gradient of a density ratio. The Doob h-transform abstracts this idea: a posi-
tive function h; describes the desired change of density, and its log-gradient gives the
corresponding drift correction.

Let Q be the law of a baseline Markov diffusion

dY, = b(Yy)dt + 04(Y;)dBy, 0<t<T. (10.4)
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Write
a (1) := oy(x)oy(z) "

and let £; be the infinitesimal generator

Lif(x) =(Vf(x),b(x))+ %trace (ar(z)Vf(2)). (10.5)

In this section, let p; be the density of Y; under Q.

Why introduce a density ratio? Suppose that the desired time-t density is ob-
tained from the baseline density by a positive factor:

x)h(x
pi(x) = M, Zy = /pt(x)ht(x)dx. (10.6)
t
Then
Vlog p, = Vlogp; + V log h;.

For the reverse OU sampler, p; = qr_¢, so replacing the reverse-OU score by the score
of p; adds the drift

2V log h;.
For the general diffusion (10.4), the analogous drift correction is
a;V log hy.
This suggests the guided generator
Lhf=Lf+(a,Vioghy, V). (10.7)

Which choices of h; are exact? The density ratio gives a candidate density path,
but the candidate drift must also give the correct Fokker-Planck equation. We check this
for the unnormalized density p.h;. Under the usual smoothness and decay assumptions,
the product rule

L(fh) = fLh+hLf + (a,Vf,Vh)

implies, after testing against a smooth f, that
[ 7@ty = [nhes+ [plaenvs)
= /pt Li(fhe) _/ptfﬁtht-
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Thus
(L) (pehe) = heLipe — piLih.
Since Oypy = L;py, it follows that
A (pihi) = (L£7)* (pehe) + pi(Oe + Lo) . (10.8)

The first term on the right is the Fokker-Planck evolution generated by the guided
diffusion. The second term is the defect. Hence the drift-only correction is exact when
the defect vanishes, i.e. when

(O + L)y = 0. (10.9)

We call this the harmonicity constraint. Equivalently, h;(Y;) is a martingale under
the baseline dynamics.

For the normalized density p; = p;hy/Z;, a slightly weaker condition is enough. The
relative defect is

(O + Loy
Dy '

If this quantity is independent of x, it only changes the normalizing constant Z; and is
absorbed by (10.6).

Doob h-transform. The Doob h-transform gives a canonical way to construct a
harmonic h;. Start from a nonnegative terminal weight G(Y7) and tilt the path law by

G
dc% = ESC(JS(@T)] (10.10)
Define
hi(x) == Eq [G(Yr) | Vi = «]. (10.11)
Then hy = G, and the tower property gives
Eq [h(Y) | Yo =] = ho(z), 0<s<t<T, (10.12)

which is equivalent to (0; + £;)h; = 0 under the usual regularity assumptions. Thus
the Doob h-transform supplies exactly the kind of density ratio needed for an exact
drift-only change of dynamics.

Under Q% the initial law is tilted by hg:

ho(2)Q(Yy € dx)
Eq[G(Y7)]

QY% (Y, € dx) = (10.13)
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The transition kernel is

Ps}ft(x, dz) = Ps4(z,dz) h(2) (10.14)
The denominator normalizes the kernel by (10.12). Expanding
h Y, Y, =
BN (Yira) | Vi = a] = o Seedealiva) [ Yo = 2],
he(x)
gives the transformed SDE
dY; = [b,(Y,) + ai(Y})V log hy(Yy)] dt + o(Y;)d B}, (10.15)

Example: Brownian bridge. Let dY; = dB; on R and condition on the endpoint
Yr = y. This is a singular terminal condition, but it can be obtained as a limit of
narrow Gaussian terminal weights. The corresponding h-function is the heat kernel

_ v =22
hil@) = on(T — 1) p( 2(T—t))'

Thus
y—x
log h = .
V log hy(x) T
Since a; = 1, the Doob h-transformed process is
-Y;
dY; = ?i[_ Ldi + dB,.

The additional drift pulls the process toward the prescribed future endpoint.

Connection to classifier guidance. Return to the unconditional reverse OU sam-
pler

dY, = [Y, + 2V log gr— (V)] dt + V2dB,, Yy~ qr.
Here a; = 2I,,. For the class condition C = ¢, the Doob h-transform uses
hi(z) =P(C=c|Y,=2)=P(C=c| Xy =) =rr_(c|z).

This hj is harmonic under the unconditional reverse OU process. The Doob drift
correction is

a;Vlogh{ =2V logrr_i(c | z),
and hence

dYS = [V + 2V log qr_¢(Y,S) + 2V logrr_i(c | Y1) dt + V2dBE, Y& ~ qp(-| C = c).
(10.16)

This is the conditional reverse SDE with classifier guidance scale v = 1. Thus the
classifier term is not ad hoc: it is the Doob drift generated by the density ratio hf.
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10.6 Feynman—Kac correction

The previous section identified the key condition for an exact drift-only change of
dynamics:

(at —|— 'Ct)ht == 0
For a proposed h;, the relative defect is

(O + L) hy(x)

DMz = ()

If D} depends on z, it cannot be absorbed by normalization. The Feynman—Kac correc-
tion keeps the same drift direction a,V log h;, but also attaches a running path weight.
Conversely, given a running potential V;(z) and terminal weight G, define

T
hi(z) =E {exp (—/ VS(YS)dS) G(Yr) | Y; = :L‘:| . (10.17)
t
Then hr = G, and h solves the backward Feynman—Kac equation
Ohy(x) + Lihy(x) — Vi(x)hy(z) =0, hy(x) = G(x). (10.18)

Equivalently, (0; + L;)hy = Vihy, so the potential V; is precisely the relative defect of
the drift-only construction for this h;.
The corresponding tilted path law is

dQeV 1
dQ Zav
where Zg v is the normalizing constant. As before, the initial law is tilted by hy:

QY (Y, € da) = hO(m)%S;O/E dx).

exp (— /0 ' V;(Yt)dt) G(Yr), (10.19)

Under this law, the transition from s to ¢ is tilted by both the running weight and
the future weight:

1 t
The Feynman-Kac equation normalizes this kernel. Its infinitesimal drift is
bV () = by(z) + ay(2)V log hy(z). (10.20)

Thus the drift formula is the same as in the Doob h-transform; the difference is that
h now encodes both a terminal weight and a running path correction. The Doob h-
transform is the special case V = 0.
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Reverse OU and guidance scale. For the reverse OU sampler used in this lecture,
dY, = [V, 4+ 2V log qr_(Y})] dt + V/2dB,.

Here
bi(x) = x4+ 2Vlogqr_¢(x), a(z) = 2L,.

Thus the drift correction in either construction is 2V logh(z). For class guidance,
hi(x) = rr_¢(c | x), so guidance scale vy uses the drift

x + 2V log gr_(z) + 29V 1og rr_i(c | ).
Why guidance scale v > 1 is not exact conditioning. For exact class condition-

ing, hi(x) = rpy_4(c | x) is harmonic under the unconditional reverse process, and the
scale-one guided drift is

be(x) + ai(x)V log hy(x).
Scale-y guidance instead uses
b (2) = by(x) + yay(x)Viog hy(z), 7> 1.
This is the drift obtained by replacing h; with
() = ()7,
because V log 1, = vV log h;.
However, h; is generally not harmonic. If (9, + £;)h; = 0, then the chain rule gives
(O + LOR] = @hz |07V log (10.21)
Therefore 1)y = h] solves
O+ L=V =0
with potential

Y0 (g = 20 =1

2
For the reverse OU sampler this becomes

VO () = (v = 1) |V log hu(a) ;.
Thus the scale-y drift is exact for the following Feynman—Kac tilted path law:

2
9

Hcrt(x)TVIOg ht(x)H (10.22)

d () 1 T
—%K = 7 G0 exp (— / W(Yt)dt) . (10.23)

This is not merely the original conditional path law with a stronger terminal preference;
it also contains the running Feynman-Kac correction.
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Remark 2. For v =1, Vt(l) = 0 and we recover the Doob h-transform. For v > 1,
the guided reverse SDE alone is only a proposal for the pure terminal power tilt G7;
the Feynman—Kac weights are the missing correction. This explains the warning after
FEq. (10.3): its marginals are not simply proportional to q.(x)r (c | x)7.

Guidance, annealing, and reward tilting. The same viewpoint summarizes sev-
eral inference-time modifications. Class guidance uses a terminal density ratio from a
classifier. Reward tilting uses the terminal weight G(x) = ef'®), giving

R(x)

o (dz) oc gy (w)dz,

while annealing or tempering uses targets such as
mo (dx) o< go(x) d,

formally corresponding to G(x) = go(x)?~! when this density ratio is available or es-
timated. In each case, the ideal construction is the same: define h(z) = E[G(Yr) |
Y; = z| and add the Doob drift a;V log h;. If h; is approximated, powered, or annealed
in time, the drift is generally only a proposal. The Feynman—Kac potential gives the
missing running correction, and DriftLite | | uses this principle to combine drift
changes with weights for tilted laws.
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