
401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 11 – Diffusion Models on Low-Dimensional Manifolds
Lecturer: Yuansi Chen Spring 2026

Key concepts:

• DDPM local score error.

• Posterior means and Tweedie’s formula.

• Intrinsic-dimension d vs. ambient-dimension D.

Lecture 7 studied the discretization error of the reverse OU process. Its discretiza-
tion bound was nearly linear in the ambient dimension D. In this lecture the data
live on a d-dimensional manifold inside RD, with d ≪ D. We explain why the DDPM
discretization makes the discretization error scale with d instead of D. Thus the step
bound reflects the intrinsic dimension of the data, rather than the ambient dimension.

11.1 Problem setup

Let X̄0 ∼ q, where q is supported on a compact d-dimensional “regular” manifold

M ⊂ RD, d ≪ D.

Following [PAD24], we rescale so that diam(M) ≤ 1. The constant CM measures how
complicated the manifold distribution is. It says that the manifold is not too large, not
too curved or folded at small scales, and that the density is not too spiky. In the paper
this is encoded as

Vol(M) ≤ edCM , r > e−CM ,

e−dCM ≤ qM(y) ≤ edCM , y ∈ M.

Here qM is the density of q with respect to volume on M. The number r is a local
flatness radius: inside a ball of radius about r, the manifold can be described as a
smooth graph over its tangent plane with controlled curvature. In this lecture we treat
CM as an O(1) constant independent of D.

We use the same forward Ornstein–Uhlenbeck (OU) process as in previous lectures:

dX̄τ = −X̄τdτ +
√
2 dBτ , X̄0 ∼ q. (11.1)
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Equivalently, at forward noising level τ , X̄τ is obtained by shrinking data and then
adding Gaussian noise:

X̄τ = e−τX̄0 + στZ, σ2
τ = 1− e−2τ , Z ∼ N (0, ID). (11.2)

Let qτ be the law of X̄τ , and write

sτ (x) = ∇ log qτ (x).

Reverse time is t, and the corresponding forward noising level is τ = T − t. If we knew
the exact score, the reverse process would solve

dYt = [Yt + 2sT−t(Yt)] dt+
√
2 dB̃t, Y0 ∼ qT .

As before, we early-stop at tK = T − δ. Thus the sampler is compared with the
smoothed target law qδ, rather than the original data law q.

What we know from Lecture 7. Lecture 7 controlled the discretization error for the
reverse OU process by comparing the discretized process with the continuous process.
Its main reduction had the form

KL
(
qδ ∥ Law(ŶtK )

)
≲ ε2score +De−2T + Vloc, (11.3)

The term Vloc is the local score variation error. In this lecture we use the same compar-
ison argument for reverse SDEs, but the DDPM discretization leaves a different error
term. The goal is to show that the DDPM discretization error scales with d instead of
D. Following [PAD24], the final theorem below is stated with sampler law first in the
KL divergence.

11.2 Local score error

Fix two nearby forward noise levels 0 < τ < τ ′. Think of τ ′ = T − tk as the noisier level
at the beginning of a reverse step, and τ = T − t as the less noisy level reached later
inside that step. The local question is: how do we approximate sτ (xτ ) using information
from the beginning of the step?

For a forward noise level τ , define the posterior mean

mτ (x) := E[X̄0 | X̄τ = x]. (11.4)

This is the best denoised guess of the clean point after observing X̄τ = x. Recall
Tweedie’s formula for the OU channel:

sτ (x) =
e−τmτ (x)− x

σ2
τ

.

Thus the score is determined by the denoised guess. Now compare two ways to dis-
cretize.
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• Lecture 7 discretization. Freeze the score itself:

sτ (xτ ) is approximated by sτ ′(xτ ′).

The local error is the score variation∥∥sτ (X̄τ )− sτ ′(X̄τ ′)
∥∥2

2
.

A direct estimate compares noisy vectors in RD, so it can see all D Gaussian
coordinates.

• DDPM discretization. Freeze the denoised guess instead:

sτ (xτ ) =
e−τmτ (xτ )− xτ

σ2
τ

is approximated by
e−τmτ ′(xτ ′)− xτ

σ2
τ

.

The quantity that changes between the two noise levels is now mτ , a denoised
estimate of the clean point.

Denote the DDPM approximation by

sτ (xτ | τ ′, xτ ′) :=
e−τmτ ′(xτ ′)− xτ

σ2
τ

. (11.5)

The local score discretization error is therefore

E(τ, τ ′) := E
∥∥sτ (X̄τ | τ ′, X̄τ ′)− sτ (X̄τ )

∥∥2

2
.

This is the object that will later be summed over the time grid. Subtracting the exact
Tweedie formula gives

sτ (xτ | τ ′, xτ ′)− sτ (xτ ) =
e−τ

σ2
τ

(mτ ′(xτ ′)−mτ (xτ )) . (11.6)

So the DDPM score error is a scalar multiple of the change in the denoised guess. To
track these changes, introduce

A(τ) := E
∥∥X̄0 −mτ (X̄τ )

∥∥2

2
. (11.7)

This is the remaining uncertainty about X̄0 after denoising. It is the right quantity
because Lemma 1 (explained later) gives the exact identity

E
∥∥mτ ′(X̄τ ′)−mτ (X̄τ )

∥∥2

2
= A(τ ′)− A(τ).
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Local flat model. The flat model shows where D appears, and why DDPM avoids
it. Suppose, just for this local calculation, that the data lie in a flat d-dimensional
plane:

X̄0 = (U, 0) ∈ Rd × {0}D−d.

Then

X̄τ =
(
e−τU + στZ∥, στZ⊥

)
, Z∥ ∈ Rd, Z⊥ ∈ RD−d.

The raw Gaussian noise has energy in all D coordinates:

E
∥∥X̄τ − e−τX̄0

∥∥2

2
= σ2

τE ∥Z∥22 = σ2
τD.

This is the source of an ambient dimension factor. For DDPM we instead look at
denoised guesses. The perpendicular coordinates στZ⊥ carry no information about U ,
so

mτ (X̄τ ) =
(
E[U | e−τU + στZ∥], 0

)
.

Since conditional expectation is the best L2 estimator,

A(τ) ≤ E
∥∥U − eτ (e−τU + στZ∥)

∥∥2

2

= e2τσ2
τE

∥∥Z∥
∥∥2

2
= e2τσ2

τd ≲ dτ, 0 < τ ≤ 1. (11.8)

Although the observation contains D-dimensional noise, the denoising uncertainty is
only d-dimensional. Therefore, by Lemma 1,

E
∥∥mτ ′(X̄τ ′)−mτ (X̄τ )

∥∥2

2
= A(τ ′)− A(τ) ≤ A(τ ′) ≲ dτ ′, 0 < τ < τ ′ ≤ 1. (11.9)

Combining this with (11.6) gives

E(τ, τ ′) ≲ e−2τ

σ4
τ

dτ ′. (11.10)

The full proof keeps the sharper increment A(τ ′)−A(τ) instead of replacing it by A(τ ′),
because those increments telescope.

Curved manifold. For a regular curved manifold, the same picture holds locally. At
noise level τ , the relevant patch has radius about

√
τ , and the manifold is close to its

d-dimensional tangent plane. The estimate we use below is

A(τ) ≲ dτ (log(1/δ) + CM) , δ ≤ τ ≤ 1. (11.11)

The logarithm makes the estimate uniform down to δ. This is the geometric input
that turns the DDPM discretization error into a d-dimensional quantity. We also use
A(τ) ≲ 1, which follows from the bounded-diameter normalization.
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DDPM update. We can now state the sampler analyzed in the theorem. Let γk =
tk+1 − tk. The corresponding DDPM-type update is

Ŷtk+1
= eγk Ŷtk + eγkσ2

γk
ŝT−tk(Ŷtk) + σγk

σT−tk+1

σT−tk

Zk, Zk ∼ N (0, ID). (11.12)

The proof will control the local error of this update by using the denoising identity (11.6)
and the estimate A(τ) ≲ dτ (log(1/δ) + CM).

11.3 Main result

We use a two-part grid. For noise levels above 1, the reverse-time step size is κ. Below
noise level 1, the grid is geometric, so each step is proportional to the current noise
level. Fix L < K and set

T = κL+ 1, δ = (1 + κ)L−K , tk = κk (k < L), tL+m = T − (1 + κ)−m.
(11.13)

Thus tL = T − 1 and tK = T − δ.

Theorem 11.3.1 (Intrinsic-dimensional DDPM bound, simplified). Assume q is sup-
ported on a regular compact d-dimensional manifold M ⊂ RD. Assume also that the
learned score satisfies the same average-in-time L2 accuracy condition as in Lecture 7.
Then the DDPM sampler (11.12) satisfies

KL
(
Law(ŶT−δ) ∥ qδ

)
≲ ε2score +De−2T + κ+ dκ2(K − L) (log(1/δ) + CM) . (11.14)

This is a simplified form of [PAD24, Theorem 10]. The four terms are, respectively:
learned-score error, initialization error, large-noise discretization error, and small-noise
DDPM discretization error. The new feature is the last term: near the final time,
DDPM pays the intrinsic dimension d rather than the ambient dimension D.

On the geometric part, K − L ≍ κ−1 log(1/δ). Hence the last term is Õ(dκ).
Choosing T ≍ log(D/ε) and κ ≍ ε2/d gives

K = Õ

(
d

ε2

)
steps for KL error O(ε2), assuming the learned-score error is also O(ε2).

11.4 The martingale identity

We now prove the identity promised in Section 11.2. Set

Mτ := mτ (X̄τ ), A(τ) := E
∥∥X̄0 −Mτ

∥∥2

2
.
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For 0 < τ < τ ′, the observation X̄τ is more informative than X̄τ ′ . The OU channel is
Markov in the order

X̄0 −→ X̄τ −→ X̄τ ′ .

Therefore the tower property gives

E[Mτ | X̄τ ′ ] = E[E[X̄0 | X̄τ ] | X̄τ ′ ] = E[X̄0 | X̄τ ′ ] = Mτ ′ . (11.15)

In words: averaging the better denoised estimate over the extra noise gives the coarser
denoised estimate.

Lemma 1 (Squared change of posterior means). For 0 < τ < τ ′,

E ∥Mτ −Mτ ′∥22 = A(τ ′)− A(τ). (11.16)

Proof. Decompose the less accurate denoising error as

X̄0 −Mτ ′ = (X̄0 −Mτ ) + (Mτ −Mτ ′).

The two terms are orthogonal in L2. The error X̄0 −Mτ is orthogonal to Mτ , because
Mτ is a function of X̄τ . It is also orthogonal to Mτ ′ , because

E[X̄0 −Mτ | X̄τ ′ ] = Mτ ′ − E[Mτ | X̄τ ′ ] = 0

by (11.15). Therefore it is orthogonal to Mτ −Mτ ′ . Taking squared norms and expec-
tations gives

A(τ ′) = A(τ) + E ∥Mτ −Mτ ′∥22 ,

which proves the claim.

Combining (11.6) with Lemma 1 gives

E
∥∥sτ (X̄τ | τ ′, X̄τ ′)− sτ (X̄τ )

∥∥2

2
=

e−2τ

σ4
τ

(A(τ ′)− A(τ)) . (11.17)

This is how to connect local DDPM score error with increments of A.

11.5 Proof of the discretization estimate

The learned-score error and the initialization error are handled as in Lecture 7. For the
corrected DDPM score, the learned-score term remains controlled because the correction
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coefficients are uniformly bounded on our grid. The Girsanov reduction then leaves only
the exact-score DDPM discretization term:

KL
(
Law(ŶT−δ) ∥ qδ

)
≲ ε2score +De−2T + VDDPM, (11.18)

The reduction in [PAD24] writes the remaining term using the exact reverse path.
Reading that path backward gives the forward OU pair (X̄T−t, X̄T−tk), so we use forward
variables:

VDDPM =
K−1∑
k=0

∫ tk+1

tk

E
∥∥sT−t(X̄T−t | T − tk, X̄T−tk)− sT−t(X̄T−t)

∥∥2

2
dt. (11.19)

Thus it remains to prove

VDDPM ≲ κ+ dκ2(K − L) (log(1/δ) + CM) . (11.20)

For t ∈ [tk, tk+1], write

τ = T − t, τk = T − tk, τk+1 = T − tk+1.

Then τk+1 ≤ τ ≤ τk. By Lemma 1, A increases with the noise level. Using (11.17) and
the largest deterministic weight on the interval,

VDDPM ≲
K−1∑
k=0

(tk+1 − tk)
e−2τk+1

σ4
τk+1

(A(τk)− A(τk+1)) . (11.21)

Large-noise part. For k < L, τk+1 ≥ 1, the step size is κ, and e−2τ/σ4
τ ≲ 1. The

increments telescope: ∑
k<L

κ (A(τk)− A(τk+1)) ≲ κ.

Small-noise part. For k ≥ L, the grid is geometric:

τk+1 =
τk

1 + κ
, tk+1 − tk = τk − τk+1 = κτk+1.

Also e−τ ≍ 1 and σ2
τ ≍ τ for τ ≤ 1. Hence the small-noise contribution satisfies

Send ≲
K−1∑
k=L

κ

τk+1

(A(τk)− A(τk+1)) . (11.22)
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This is a weighted telescoping sum. The boundary term is bounded by κA(τL)/τL ≲ κ,
and summation by parts on the geometric grid gives

Send ≲ κ+ κ2

K−1∑
k=L+1

A(τk)

τk
. (11.23)

Using the manifold estimate (11.11),

A(τk)

τk
≲ d (log(1/δ) + CM) ,

and there are K − L small-noise terms. Therefore

Send ≲ κ+ dκ2(K − L) (log(1/δ) + CM) .

This proves (11.20). Inserting this bound into (11.18) proves Theorem 11.3.1.

11.6 Conclusion

Lecture 7 studied the error from keeping the score fixed during a time step. The DDPM
discretization uses a different approximation: after applying Tweedie’s formula, its local
error is the change between two denoised guesses of X̄0. In the local score difference, the
direct xτ noise term cancels, and on a d-dimensional manifold the remaining uncertainty
is mainly d-dimensional. This is why the discretization bound depends on d rather than
D.

11-8



Bibliography

[PAD24] Peter Potaptchik, Iskander Azangulov, and George Deligiannidis. Linear con-
vergence of diffusion models under the manifold hypothesis. arXiv preprint
arXiv:2410.09046, 2024.

9


	Problem setup
	Local score error
	Main result
	The martingale identity
	Proof of the discretization estimate
	Conclusion

