401-4634-24L: Computational and Statistical Aspects of Diffusion Models

Lecture 12 — Discrete Diffusion Models on the Boolean Cube
Lecturer: Yuansi Chen Spring 2026

Key concepts:
e OU noising on R? vs. bit-flip noising on the Boolean cube.
e Time reversal for finite-state continuous-time Markov chains.
e Discrete score function

Discrete diffusion models are generative models on discrete state spaces. In this
lecture we focus on the cleanest example: the Boolean cube

Q={0,1}".

The forward process flips bits independently. This is not a diffusion in the strict
stochastic-calculus sense; it is a jump process or a continuous-time Markov chain
(CTMC). We first define this process, then reverse it, and then summarize the analogy
with OU diffusion.

For z € Q, we write xl! for the i-th coordinate and g;(z) for the point obtained from
x by flipping this coordinate. This lecture follows the CTMC viewpoint of Campbell
et al. [ | and | ].

12.1 Forward process: independent bit flips

Let gy be a probability measure on Q = {0, 1}d, and let Xg ~ ¢o. To define the
forward process exactly, let (N5, ..., (N4),5, be independent Poisson processes
with intensity §;. Then set

XM= xW NI =14, (12.1)

where @ denotes addition modulo 2. Each jump of NU! flips the j-th bit, so each
coordinate flips independently at time-dependent rate (3;. For simplicity of exposition,
we assume [3; = % The general case can be obtained by a time reparameterization.

12-1



401-4634-24L Lecture 12 Spring 2026

Marginal law of X;. Marginally, X; has the same law as
XO D fta

where & is a random vector on {0,1}", whose coordinates SF Vare ii.d. with
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Let ¢; be the law of X;, then ¢; is gy convolved with noise. The marginal law alone does
not determine the process. Let’s compute the transition kernel.

Transition kernel. For 0 < s < ¢, define the accumulated noise between times s and

t by
b1 t—
Bsti—/—dU— S.
’ s 2 2

1 + ef(tfs) . ; ]_ — ef(tfs)
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For one coordinate,

P(X = XU | X,) = (12.2)

We denote the corresponding transition kernel by
Ki(z,y) =P(Xy =y | Xy =2x).
By independence across coordinates,
iz, y) _ﬁ - Et Lhegn, gl =all,
S - —e t—s) . .
ey I 7% , y[]] 7£ .’L'[ﬂ

When s = 0, we write K; = Ky;. Indeed, Nt[j] — Ns[j] is Poisson with mean Bj,, and
the bit agrees with its value at time s iff this number is even.

Markov semigroup. The two-parameter Markov semigroup associated with this pro-
cess is, for any test function g : Q — R,

Pg(x) = E[g(Xy) | X = 2.
It satisfies the semigroup property: for 0 < s <t < u,

Ps,u:Ps,tPt,u, 0<s<t<u.
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Infinitesimal generator. The infinitesimal generator is

(Log) () = lim L2e+09)(2) = 9(2)

i ; . (12.3)

As § | 0, starting from z, the probability of one flip in coordinate i is %(5 + 0(9), the
probability of no flip is 1 — %d5 + 0(6), and the probability of two or more flips is o(J).
Therefore,
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(Prassg) (@) = g(a) + 8

Taking the limit gives

(Lig)(x) = % Z (9(si(2)) = g(x)) - (12.4)

1

5, the chain jumps from x to ¢;(z) for each i =1,...,d.

In words, with rate
Large t behavior. According to the marginal law, as ¢ — oo, X; becomes uniform
on €. This is also clear from the generator: the uniform law 7 satisfies L;7 = 0, so it
is a stationary distribution. Since the chain is irreducible and aperiodic, it converges
to .

Just like the OU diffusion creates a bridge between gy on R? and the standard Gaus-
sian, the bit-flip process creates a bridge between ¢y on 2 and the uniform distribution
on ).

By analogy with the OU case, time reversal of the bit-flip process should give us a
way to sample from ¢q.

12.2 Time reversal and the discrete score

Fix a terminal time 7', and define the reverse process

If X; ~ q, then X ~ qr_;. The reverse process is again Markov, but its transition
kernel is no longer the same as the forward one.
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Reverse transition kernel. For 0 < s < u < T, Bayes’ rule gives

Koula,y) = P(Xy =y | X5 =) (12.5)
=P(Xpr_y =y | Xr_s = 2)
_ ar—uW) Er—ur—s(y, 7)
CITfs(Q?) '

This is the finite-state version of the reverse transition formula from Lecture 5. The
numerator is the probability that the forward chain is at y at time T'— u and then at
T at time T — s.

Reverse generator. Let

(Poug)(@) = 3 Koz, y)g(y).

ye

The reverse generator is the infinitesimal version of this reverse semigroup:

F
< . (Pssrs9)(z) — g(2)
(£.9)(w) = lim =222 :

Write 7 =T — s. For y # «x,

K, 5:(y,x) = 6L, (y,x) +0(0),  gr—s(y) = q-(y) + o(1).

Therefore
< qr—s\Y
ﬁs(ﬁa y) = ET—s<y7x) ( >7 Yy 7é Z. (126)
QTfS(iw
The diagonal rate is then determined by requiring each row to sum to zero.
Since
1
£t<§i<$)’x) = 57
then

G _ lar(s@)

s =

(12.7)
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Discrete score function. Fort > 0, define the discrete score function along the edge
x — ¢(x) by

ry(z) = esle)) (12.8)

()

The collection {r,f(x)}?zl is the Boolean-cube analogue of the score.
With this notation, the reverse generator is

() = 5 3 @) als(e) = o(2). (12.9)

In the time-reversal of the OU process, the score lies in the drift. In the time-reversal
of the bit-flip process, the score lies in each local jump rate.

12.3 Score learning via score entropy

The target ri(x) = q:(s;(7))/q:(z) is unknown, just as the continuous score V log ¢ ()
is unknown. We model it by a positive function

7i(z) > 0.
A loss function. For a,b > 0, define
U(a,b) :alog% —a+b. (12.10)

Then W(a,b) > 0, with equality iff a = b. As a function of b, this differs from b — alogb
only by terms independent of b.

Population score entropy. Up to constants independent of 7, the score-entropy
objective is

Lsp(T) = /0 Ex g Z% [F1(X) — ri(X) log 7} (X)] dt. (12.11)

=1

For each fixed (t,x,i), the expression is minimized at 7}(z) = r(z). Thus score entropy
is the discrete analogue of score matching.
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12.4 Denoising score entropy

The score-entropy loss still contains the unknown ratio r{. The denoising idea is to
replace it by a conditional ratio that is computable from the known kernel K.
For a data point xy and a noised point z, set

Kt(l“o,@i(x))‘

Ré(%%) = Kt(330 iL‘)

(12.12)

This compares two explanations of the same noised sample: keep the observed bit 2l
or flip it to ¢; (). If 2! already agrees with xg’], then flipping it makes the sample less

likely. If 211 disagrees with x[o], then flipping it repairs a likely corruption and the ratio
is large.

Bayes’ rule gives

E [R}(X:, Xo) | X; = 2] =7}(x). (12.13)
Indeed,
E [Ri(X,, Xo) | X; = ] Z K}(T; 0< qO(fvoéﬁ()xo,m)
_ Zxo qo(2o) K¢(2o, si()) _ q(si(x))
() q(z) '

For the bit-flip kernel with rate %, all coordinates except 7 cancel in the ratio. Hence

Loem i Z gl
. —t) )
Ry(x, z9) = Hz_t o (12.14)
;o £y
1—et
The denoising score-entropy objective is
T d 1
Lpse(T) = / E Xymao, Xemki(X0r) D 5 [71(Xy) — Ri(X., Xo)log7i(X,)] dt.  (12.15)
0

=1

By (12.13), it has the same population minimizer as (12.11). At ¢t = 0 we have by = 0,
so training uses positive noise levels.

12.5 Sampling and simulation

Once 7 has been learned, we sample by running the learned reverse chain:
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1. Choose T so g is close to .

2. Sample )/(‘\—0 ~ T.

3. From state x at reverse time s, flip coordinate ¢ at rate
= 1
L(,5(2)) = 57u(e).

4. Output X T.

Equivalently, the total jump rate from x is

and the next flipped coordinate is chosen with probability proportional to 7% _ (z).
If this CTMC is simulated exactly, the remaining errors are initialization error and
score-ratio error.

12.6 Analogy with OU diffusion

We can now summarize the analogy with the OU diffusion from Lectures 4-7:

Xi=e'Xog+V1—e27 +— independent bit flips,
N(0,1;) <+— 7= Uniform(Q),
_ als(@))

Viog ¢(x) <+— Tz(m)

qe(x)
The main formulas are
(L)) = 337 (9(@) — 9(@)),
i(p) = 06i(@)
ri(z) w@)
(Tag)@) = 3 574-0) (9(s@) — 9(0)),

learn r;(z) via denoising score entropy.
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12.7 Summary and outlook

The bit-flip process is the simplest discrete analogue of OU noising. It replaces Gaussian
smoothing by independent bit corruption and replaces the continuous score by local
ratios across Hamming edges. The reverse dynamics is still obtained by Bayes’ rule.

As an outlook, the same framework also supports error analysis and guidance. A
discrete analogue of the Girsanov theorem exists just as the Girsanov theorem in Lecture
7. Guidance or reward tilting can be viewed as multiplying the reverse jump rates by
another local ratio, in the same spirit as the Doob transforms from Lecture 10.

This bit-flip process can be extended to other processes on a discrete state space. A
practically important alternative, especially for text, enlarges the alphabet by a mask
symbol. For a vocabulary A, the forward process lives on

(AU {#})°

and gradually replaces coordinates by #. In the Boolean case this would be {0, 1, #}d,
although final samples still lie in {0, 1}d. The reverse process is again derived via
Bayes’ rule. The reverse process gradually replaces # by a symbol from A. It is called
a masked diffusion model.

For further reading, see the continuous-time framework for discrete denoising mod-
els | |, score entropy discrete diffusion (SEDD) | |, structured denoising
diffusion models in discrete state spaces [ |, and convergence analysis | ].
For masked diffusion models, see masked diffusion language models (MDLM) | ],
masked diffusion for discrete data (MD4) | |, and large language diffusion mod-
els (LLaDA) | .
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